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Abstract

This dissertation explores the institutional incentives that drive police behavior. By applying
insights from personnel economics and causal inference, I show that police officers are highly re-
sponsive to their organizational environment, and these motivations can help explain inequality
within the criminal justice system. Broadly, my findings suggest that changing incentives can be a
powerful tool for effective institutional change in law enforcement.

In the first chapter, I study the role of first-line police supervisors — sergeants — in the
enforcement decisions of their officers. I leverage a unique institutional setting where officers switch
sergeants frequently to estimate sergeant arrest effects, and document substantial variation in these
effects between sergeants. Moving an officer from a sergeant in the 10th percentile of arrest effects
to one in the 90th percentile would increase monthly arrests by 42% relative to the mean. I
provide evidence that sergeants induce arrests for serious and low-level crimes through distinct
policing strategies. Sergeants increase serious arrests by incentivizing their officers to respond
to more 911 calls, while they increase low-level arrests through discretionary drug enforcement.
Sergeant-induced low-level arrests disproportionately affect Black civilians and increase officer use
of force. My findings suggest that sergeant-focused policies may be particularly effective at reducing
aggressive policing tactics without harming the enforcement of serious crimes.

In the second chapter, I explore the role of asymmetric information in generating excessive
enforcement. I examine a common information source for police officers throughout the United
States: risk assessments conducted by 911 call takers. Exploiting random variation in the call
takers assigned to 911 calls, T show that police are 37.7% more likely to make arrests at calls that
the call taker deems risky. I demonstrate that officer perceptions are a primary channel through
which the effects operate. This results in lower quality police decisions: misdemeanor arrests made
at calls that are on the margin of being classified as risky are 14.9 percentage points less likely to

result in a conviction. In cases where the race of the involved civilian is the same as the responding
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officer or the responding officer has more job experience, call taker information has a negligible
effect on arrests. The results suggest that the strength of an officer’s priors determines the extent
to which officers rely on information transmitted by call takers.

In the final chapter, I estimate the effects of allocating more officers to 911 calls. In order to
circumvent the endogenous assignment of more officers to calls with greater unobserved severity, 1
leverage exogenous variation in the amount of double-crewed patrol vehicles across shifts. I find that
police are more likely to use their enforcement powers when additional officers are dispatched: an
additional officer being dispatched to a call increases the likelihood of an arrest being made by 24%
relative to the mean. I provide suggestive evidence that officers are more effective at incapacitating
criminals when response sizes are larger. My results highlight an understudied feature of patrol

allocation that police departments ought to consider when making deployment decisions.
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Chapter 1 - The Boss in Blue: Supervisors and

Police Behavior

1.1 Introduction

There is mounting evidence that aggressive policing tactics — such as the over-enforcement
of low-level crimes and excessive use of force — erode public trust (Ang et al., 2024), undermine
the mental and economic well-being of civilians (Geller et al., 2014; Ang, 2020; Mello, 2021), and
result in legal sanctions that perpetuate cycles of criminality (Agan et al., 2023). This evidence
has heightened demands for police reform that emerged following a decade marked by high-profile
incidents of force used against minority civilians. Many of the most frequently proposed reforms
focus on front-line officers, advocating for measures like increasing minority recruitment (Ba et al.,
2021b) or improving officer training (Dube et al., 2023). However, far less attention has been given
to policies targeting police management — in particular, sergeants, the immediate supervisors of
front-line officers.

This oversight is striking, given economic evidence from other industries that highlights the
substantial influence of managers on employee behavior (see Roberts and Shaw (2022) for a re-
view). Managerial interventions could thus be particularly effective in policing, since sergeants
oversee many officers simultaneously. Yet the unique nature of law enforcement—where officers
exercise significant discretion with limited oversight—makes it unclear whether findings from other
industries apply. Crucially, even if sergeants play a significant role, it is still not clear whether their
supervision distinguishes between socially beneficial and harmful officer activities. In other words,
can sergeants reduce aggressive low-level enforcement without harming their officers’ motivation to
enforce serious crimes?

In this paper, I provide novel evidence that sergeants influence the arrest outcomes of their
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subordinate officers. Such evidence has proven elusive because it requires disentangling the effects
of sergeants from the discretion of their officers. I circumvent this obstacle using detailed data on
patrol officers in the Dallas Police Department (DPD), who switch sergeants frequently throughout
their careers. Officers cannot control the timing of switches, which are determined by vacancies
and chief-initiated schedule realignments. With these switching events, I identify a ‘sergeant effect’
for each of the 347 sergeants in my data using the average change in arrests for officers who switch
to and from each sergeant. I estimate sergeant effects net of location and shift characteristics using
a two-way fixed effects framework (Abowd et al., 1999), and correct for sampling error using a
standard empirical Bayes shrinkage procedure (Chetty et al., 2014). I show that sergeant effects are
not driven by trends in officer behavior or location-specific crime rates, concurrent policy changes,
or match quality, all of which would bias my estimates.

First, I demonstrate that sergeants have a substantial effect on the quantity of arrests made
by their officers. Moving an officer from a sergeant in the 10th percentile of the sergeant effects
distribution to one in the 90th percentile results in 1.6 additional arrests per month, representing a
42% increase relative to the mean. I estimate that sergeants account for 3.4% of the total variation
in officer arrests. However, I show that sergeant variation is more impactful for overall arrests than
officer variation, since sergeants manage an average of 6.33 officers at a time, which multiplies their

effects.!

Using an event-study design around switching events, I show that the effects of moving
to a new sergeant are immediate and persistent. Combined, these results suggest that sergeant-
focused policies can be more powerful and longer-lasting than officer-focused interventions. This
is especially true for officer training programs, which have shown promise but tend to atrophy in
their effects over time (e.g. Owens et al., 2018; Mello et al., 2023).

Next, I evaluate sergeant effects separately on serious and low-level arrests. Serious arrests con-
sist of apprehensions for violent and property crimes, whereas low-level arrests are made primarily
for victimless, quality-of-life offenses such as drug possession, disorderly conduct, and outstand-
ing warrants. Given the diminished severity of the associated crimes, marginal low-level arrests

may not produce public safety benefits that outweigh their costs to arrested individuals and their

communities (Cho et al., 2023). Strikingly, I fail to find a strong relationship between serious and

T arrive at this conclusion by estimating the impact of replacing sergeants at each percentile of the sergeant effects
distribution with a fiftieth percentile sergeant for one month. Assuming each sergeant manages the average number
of officers, I show that 90% of such replacements would lead to a larger (in magnitude) change in arrests than would

replacing an officer at the same point in the distribution with a fiftieth percentile officer.
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low-level sergeant effects.? This is especially true for the top half of the low-level effects distribu-
tion: for these sergeants, the correlation between low-level and serious effects is -0.02, and I can
rule out a correlation larger than 0.13 and smaller than -0.16. To the extent that policies might
try to reduce low-level arrests through sergeants, my findings suggest that these reductions are not
likely to come at the expense of serious crime enforcement.

My results suggest that sergeants induce low-level and serious arrests through distinct channels
of officer behavior. I investigate these behavioral channels directly by estimating how officer actions
change when low-level and serious sergeant effects increase independently. I first show that low-level
sergeant effects operate predominantly through drug arrests. When low-level effects increase by 1
standard deviation, a sergeant’s officers make 54% more drug arrests relative to the mean. Ninety
percent of the increased drug arrests are for simple possession, and I show that they disproportion-
ately impact Black civilians. Consistent with such arrests being highly discretionary, I find that
officer-initiated interactions are responsible for over half of sergeant-induced changes in low-level
arrests. These findings suggest that some sergeants incentivize their officers to engage in “broken
windows” policing strategies that target crimes indicative of broader social ills, such as addiction
and poverty (Zhao et al., 2003). This is consistent with ethnographic evidence that documents
sergeants explicitly asking their officers to make arrests for low-level crimes (Van Maanen, 1984).
I find no evidence that civilian-reported crimes decrease when a sergeant who values low-level en-
forcement is assigned to an area, suggesting that their policing strategies do not improve public
safety broadly. Moreover, I show that sergeant-induced disorder policing significantly amplifies
officer use of force: a one standard deviation increase in low-level sergeant effects leads to a 15%
increase in use of force incidents relative to the mean.

In contrast, I find that sergeants induce serious arrests through their officers’ 911 response
efforts. A one standard deviation increase in the serious sergeant effect leads officers to answer
3.6% more 911 calls per month relative to the mean. The calls that officers respond to are more
severe than average; however there is no evidence that they are more likely to arrest conditional
on the features of the call. These results suggest that serious sergeant effects make officers more
active in their call-response duties without increasing their aggression. On the other hand, low-

level sergeant effects make officers slightly more active in responding to calls, but significantly more

2The raw correlation between serious and low-level effects is small (0.11), but statistically significant at the 5%
level. However, I find evidence that the true relationship between serious and low-level effects is non-linear, and the

positive raw correlation estimate is driven by the bottom 5% of sergeants in the low-level effects distribution.

16



likely to arrest conditional on call features. These changes are most pronounced for the least severe
calls, such as mischief and vandalism. For serious sergeant effects, a greater focus on call activity
translates into increased arrests for crimes that directly harm others, namely domestic violence,
theft, and DWI. Because officers are involved in more civilian interactions, serious sergeant effects
also increase use of force, but by far less than low-level sergeant effects, further reinforcing the notion
that sergeant-induced low-level policing strategies lead to excessively violent police encounters.

Sergeant effects are strikingly large considering their management limitations. Most police
interactions lack immediate supervision, and sergeants have fewer opportunities to monitor officers
compared to supervisors in firms. I examine two potential mechanisms to explain sergeant influence
on officer behavior. First, I ask whether sergeants “lead by example” by demonstrating their desired
field activities to officers. Second, I examine variation in the direct monitoring of officers using a
sergeant’s presence at their own officers’ assignments. I find evidence that sergeants who value
low-level enforcement lead by example and are more likely to directly monitor their officers. A
one standard deviation increase in low-level sergeant effects is associated with 0.078 more sergeant
arrests per month (mean = 0.32), all of which are low-level, and 0.60 more calls answered with
subordinate officers (mean = 7.87). However, serious sergeant effects cannot be attributed to
either of these management mechanisms, as point estimates are economically small and statistically
insignificant. Serious sergeant effects thus operate through mechanisms that cannot be observed
in the data. Sergeants have a number of administrative duties that could be used to incentivize
officers, including transfer recommendations, award nominations, and overtime approval. While
the data limit my ability to comprehensively investigate these causal pathways, I find evidence that
serious sergeant effects are associated with more calls and arrests outside an officer’s regular shift
hours, suggesting these sergeants are more likely to approve overtime for officers to respond to 911
calls.

I conclude by considering whether sergeant effects can be predicted using the information avail-
able to departments before someone is promoted to the position. Such predictions may be used to
inform sergeant selection mechanisms or target training for newly promoted sergeants. I leverage
multiple sources of detailed DPD personnel records, including newly obtained data on exams that
determine promotion to sergeant. Such exams are ubiquitous across police agencies and are used
to determine the order in which officers are promoted.

I find no evidence of sergeant differences across race, gender, or age at the time of promotion.
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However, the sergeant effect distributions differ significantly by exam performance. For serious
effects, I find that above-average scorers have a wider distribution compared to below-average
scorers (Kolmogorov-Smirnov p-value = 0.013), suggesting that top promotion candidates have
more heterogeneous management styles — at least in terms of serious enforcement — than those
at the bottom of the promotion list. Since serious effects are driven by call-response efforts, these
findings indicate that high-scorers vary in their willingness to motivate officers in this dimension.
On the other hand, the low-level effect distribution for high scorers is shifted left relative to that
of low scorers (Kolmogorov-Smirnov p-value = 0.034), suggesting that sergeants who value low-
level arrests tend to be the lowest-ranked promotion candidates. Insofar as policymakers want to
reduce unnecessary low-level enforcement, my results indicate that policies that change the low-
level enforcement preferences of marginally promoted sergeants — such as training targeted at the
bottom of the promotion list or encouraging more officers to attempt the promotional exam — may
be particularly effective.

This paper contributes to two strands of literature. The first strand studies how the incentive
structures of police organizations contribute to enforcement outcomes (Owens and Ba, 2021). Stud-
ies have shown that arrests and use of force respond to union wage negotiations (Mas, 2006), local
fiscal conditions (Makowsky and Stratmann, 2009), public access to complaint records (Rivera and
Ba, 2022), field training officers (Adger et al., 2022), and police academy peers (Rivera, 2022). My
paper is the first to demonstrate that sergeants affect these outcomes and are thus a crucial source
of incentives within police departments. These findings speak more specifically to a burgeoning
subsection of the literature that studies police management. By showing that first-line supervi-
sors affect how officers distribute their enforcement efforts between serious and low-level crimes,
I highlight a crucial distinction between the lowest levels of management and police executives,
who have been the primary focus of this literature and are generally responsible for overarching
tactical strategies, such as citywide stop and frisk policies or manpower location decisions (e.g.
Mummolo, 2018; Bacher-Hicks and De La Campa, 2020; Kapustin et al., 2022). My study is most
closely related to recent papers by Frake and Harmon (2023) and Gudgeon et al. (2023). These
studies leverage clever natural experiments to show that enforcement outcomes are influenced by

the prior misconduct exposure and race of first-line supervisors, respectively.? In contrast to these

3Gudgeon et al. (2023) study lieutenants, who in their setting manage sergeants and directly influence officer
behavior through the approval of arrests. One way to rationalize their findings with the lack of significant racial

differences between sergeants in my study is that their setting, the Chicago Police Department, uses a unique merit-
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papers, which primarily study the causal pathways of supervisor effects, my findings demonstrate
the full magnitude of heterogeneity in supervisory preferences for their officers’ enforcement activ-
ities. While Frake and Harmon (2023) and Gudgeon et al. (2023) show that observable supervisor
features change their enforcement preferences, my findings suggest that these preferences are driven
in large part by unobserved tastes that determine a sergeant’s preferred policing strategies. De-
spite the differences between our studies, a shared conclusion is that first-line supervision crucially
shapes police outcomes.*

Second, I contribute to work within labor economics on the importance of managers (Bertrand
and Schoar, 2003; Bloom and Van Reenen, 2007; Bloom et al., 2013; Lazear et al., 2015; Gior-
celli, 2019; Adhvaryu et al., 2023). My primary contribution is showing that managers’ subjective
preferences can change employee behavior in work environments characterized by a high degree of
employee discretion. While previous studies focus on unambiguous firm objectives, such as profits
or productivity, I show that in cases where an organization’s goals are not clearly defined, the
preferences of management can fill this gap. I believe these findings generalize to other impor-
tant settings where employee behaviors do not cleanly map into organizational objectives, such as
teaching®, medical residencies, or child protective services. Within this literature, my findings also
contribute to more recent studies demonstrating the importance of managers for the functioning of
public sector organizations (Bloom et al., 2015; Rasul and Rogger, 2018; Fenizia, 2022). By provid-

ing estimates of manager effects for street-level bureaucrats whose actions can impose substantial

based promotion system that allows up to 30% of promotions to be based on recommendations rather than test scores
(Chicago Police Department, 2024). This system was put in place for the explicit purpose of improving promotion
chances for minority officers (Charles, 2021), so it is possible that these merit promotions are uniquely effective at

selecting minority supervisors who avoid low-level enforcement.
My findings also contribute to a long-standing debate within criminology about the ability of sergeants to shape

police behavior (Van Maanen, 1984; Brown, 1988). A substantial body of observational fieldwork has documented
correlations between supervisor behaviors and officer decisions (Engel, 2000, 2001, 2002; Engel and Worden, 2003;
Johnson, 2011, 2015a,b; Ingram et al., 2014). My paper is one of the first to establish a causal connection between

sergeants and the behaviors of the officers they manage.
SWhile much of the teaching literature has focused on test score value-added measures of teacher productivity,

recent work by Rose et al. (2022) demonstrates that teachers can also have large effects on their students’ future
criminality, and these effects are orthogonal to traditional value-added measures. Insofar as my findings generalize to
this setting, managers in this context (i.e. principals) may be able to encourage teachers to prioritize different types
of student engagement (focused on boosting test scores or reducing delinquent behavior) depending on their personal

priorities for the school.
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economic and personal costs to the civilians with whom they interact, I highlight an important
setting in which public sector managers can directly affect the well-being of their constituents. In
particular, my findings suggest that police supervisors who prioritize combating low-level crimes
can have a substantial effect on both overall welfare and the distribution of policy enforcement
across demographic groups.

The rest of the paper proceeds as follows. Section 1.2 describes the job functions of a police
sergeant and how sergeant assignments are made within the DPD; Section 1.3 introduces the data;
Section 1.4 describes the empirical strategy; Section 1.5 presents results and mechanisms; Section

1.6 uses pre-promotion observables to predict sergeant effects; and Section 1.7 concludes.

1.2 The Role of Police Sergeants

Sergeants are the first level of management within policing. Within each branch of a police
department, officers are divided into units, each of which is led by a sergeant. In the patrol section,
which is responsible for general crime control and 911 response activities, these units are divided
according to location and time of day. I study patrol sergeants in the context of the Dallas Police
Department (DPD), which assigns sergeants to one of 35 sectors within the city. There is at least
one sergeant assigned to each sector on each of the three watches, or shifts.%

Sergeants are responsible for supervising the behavior of their assigned officers. The primary
departmental objective of this supervision is to ensure that officers are acting in accordance with
department rules and not neglecting their patrol duties. However, in practice, sergeants have dis-
cretion to command their officers as they see fit in order to satisfy their interpretation of these ob-
jectives. This discretion manifests in heterogeneous supervisory styles that have been documented
both anecdotally and empirically (e.g. Engel, 2001). For example, one former DPD sergeant I spoke
with told me that his primary job was to provide support to officers in the field rather than explicit
instruction. However, as he explained, other sergeants may not hesitate to tell their officers to
enforce specific criminal offenses more strictly. One police officer who was interviewed as part of

Van Maanen (1984)’s ethnography of police sergeants described this phenomenon succinctly:

“Now you take Sergeant Johnson. He was a drunk-hunter. That guy wanted all the

drunks off the street, and you knew that if you brought in a couple of drunks a week,

SFor especially large or crime-ridden sectors, there may be more than one sergeant assigned. Each of these sergeants

manages their own unit of officers.
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you and he would get along just fine. Sergeant Moss, now, is a different cat... What
he wants are those vice pinches. Sergeant Gorden wanted tickets, and he’d hound [you]
for a ticket a night. So you see, it all depends on who you’re working for. Each guy’s a

little different.”

Outside of asking their officers to enforce specific crimes, the former sergeant I spoke with
expressed a desire to manage officers who “like to work” — suggesting that some sergeants may
value a more general notion of officer productivity, typically through responding to calls and being
visibly active in the field. On the other end of the spectrum, some sergeants can be relatively
uninvolved in their officers’ patrol work. They may commit to their administrative duties and only
help when absolutely needed, an archetype was pointed out by both the former DPD sergeant and
Van Maanen (1984), who uses the term “station house sergeants” to describe them.

While officers in the field largely handle civilian interactions without their sergeants present,
sergeants have access to a number of administrative and informal mechanisms that enable them
to incentivize officers to adhere to their preferences. Sergeants are responsible for writing recom-
mendations for promotion or transfers into coveted interview positions, such as investigation or
tactical teams. They conduct yearly performance evaluations, and approve overtime requests and
schedule changes. They are expected to review use of force and arrest reports, and examine pat-
terns in their officers’ consensual searches and citations. They can document formal disciplinary
action for violating department procedures or commendations for exemplary behavior (Rim et al.,
2024). Additionally, police culture places a large emphasis on rank hierarchy, which provides strong
incentives for officers to obey their superiors (King, 2005).

Sergeants also have the option to spend their shift actively patrolling the streets alongside their
officers, where they can respond to calls and make their own arrests. In addition to the mechanisms
described above, officers may model ideal patrol behavior based on how sergeants lead by example.
That is, sergeants who want their officers to make more arrests for drug crimes may be more likely
to make these arrests themselves. Prior research suggests that officers are receptive to this style
of management, as they may believe that “street sergeants” understand the complexities of patrol
work and, as a result, garner more respect (Van Maanen, 1984). Moreover, Engel and Worden
(2003) show in a survey study that officers are more likely to believe specific patrol activities will
be used to assess their job performance if they observe their sergeants engaging in those activities.

Through field activity, sergeants can also overcome limitations to their monitoring capabilities.
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They can assign themselves to calls being handled by their officers and advise them directly. While
officers are expected to call their sergeants when there is uncertainty regarding how to handle a
situation, officers may be more willing to call someone who they know will show up in person.

In the DPD, patrol officers change sergeants frequently and have limited discretion to determine
when these switches happen or who they are assigned to. An officer’s sergeant will change if their
unit assignment changes or if their current unit receives a new supervisor. Reassignments occur
due to officer or sergeant vacancies that are generated by promotion, retirement, death, or transfers
into specialized units. Unlike most other large police departments, Dallas does not allow officers
to select into these vacancies.” Instead, officer vacancies may be filled within a division and watch
at the discretion of executive command staff. When sergeant vacancies occur, other sergeants can
interview for the opening, but the final transfer decision is made by command staff.

In addition to filling vacancies, officers may also receive a new sergeant through department-
wide schedule realignments. Once a year, executive commanders determine staffing needs within
each of the patrol stations, shifts, and days of the week. If large-scale staffing changes are needed,
then the Chief of Police can implement a Patrol Bid, which allows a designated set of sergeants
and/or officers to choose their station, shift, and day-off groups in descending order according to
time in rank. Since the bid may not occur every year,® eligibility for the bid is not known until 2
weeks prior, and it does not always occur in the same month, officers are limited in their ability
to sort on trends in crime or behavior, which is crucial to the identification strategy that I discuss
in Section 1.4. Additionally, officers are not allowed to choose their sector or sergeant. These
assignments are up to the discretion of command staff and, according to conversations with DPD
officers, do not seem to follow a discernible pattern.

To become a sergeant, an officer must meet a tenure threshold and pass a promotional exam
that tests their knowledge of department procedures and leadership potential. Exam-takers are
ranked according to their performance and, with a few rare exceptions, promoted in order of their
ranking when openings arise. The list is only valid for 18 months, so officers with lower exam scores
are less likely to be promoted in that cycle. In the DPD, officers are required to spend at least 1

year as a senior corporal — the rank just above police officer — before qualifying for the sergeant’s

"See Ba et al. (2021a) for a discussion of the vacancy assignment procedure in the Chicago Police Department

and its implications for officer sorting between high and low crime districts.
8In my sample, it happens 3 out of 5 years.
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exam.? From 2010 to 2020, the exam was held three times: 2012, 2014, and 2018. It is divided into
two parts. The first part is a multiple choice test that asks about department bylaws and readings
on police leadership. Exam takers are required to meet a score threshold to qualify for the second
part; in practice, the vast majority of exam-takers meet this threshold. The second portion is an
oral exam in which testers are asked how they would handle various leadership scenarios that they
could encounter as a sergeant. Oral exams are scored by observers at the rank of sergeant and
above who are brought in from outside police agencies. The multiple choice and oral exams are
then combined into a weighted average, with the multiple choice exam accounting for 40% and the

oral exam accounting for 60% of a candidate’s final promotional score.

1.3 Data

This project uses several administrative datasets obtained through FOIA requests from the
Dallas Police Department and the Dallas County District Attorney’s Office, covering the period
from June 2014 to July 2019. I combine data on police incidents, personnel information, officer
activity, and court outcomes to construct a monthly panel of sergeant assignments that links officer
enforcement activity to their respective sergeants. I focus on sergeant assignments for patrol officers,
whose primary duties include answering civilian-initiated calls for service, patrolling assigned beats,
and responding to crimes observed ’on-view.” Patrol sergeants are assigned to a sector of the city
and a watch.

Dallas maintains assignment data only at the patrol station level, a less granular geographic
level, meaning they do not keep records of sergeant assignments. However, the Computer Aided
Dispatch (CAD) system, which tracks the assignment of officers to police incidents, stores the
daily sector and watch assignments of responding officers (and sergeants) working an incident (see
Appendix A for details). I use these assignment data, along with station assignments and promotion
histories, to construct monthly sergeant assignments for patrol officers from June 2014 to July 2019.
Specifically, I assign officers to the sector-watch where they are assigned on the most days within
the month, and assign each sector-watch the sergeant observed with that assignment the most days.

This assignment construction yields a panel of 2,067 officers, 388 sergeants, 15,355 officer-sergeant

90fficers are required to have at least 3 years of experience at the police officer rank before being promoted to
senior corporal. Combining this experience requirement with the time that officers spend in the academy and field

training, aspiring sergeants require a minimum of 5 years of department experience before taking the sergeant’s exam.
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spells, and 61,166 officer-month observations.

I am interested in the effects of an officer’s regularly assigned sergeant, who evaluates officer
performance and works with the officer on most of their workdays. However, in practice, officers
may not be assigned to the same sergeant each day. During a sergeant’s off days, their duties will be
given to a rotational fill-in sergeant. Moreover, officers may be temporarily reallocated to a different
sector-watch based on manpower needs. In both cases, an officer’s regularly-assigned sergeant still
carries administrative responsibilities for the officer. To the extent that officers receive advice and
instruction from multiple sergeants within a month, my assignment method captures the effects
of the sergeant to whom they are most often exposed. The sergeant I assign to a sector-watch is
observed as the assigned sergeant in CAD on 9.1 unique days per month on average, suggesting
that it is unlikely my assignment method consistently selects fill-in sergeants who are more active
than the regularly assigned one.

In order to ensure my estimates are consistent with effects driven by an officer’s regularly-
assigned sergeant, I subject the sample to two filters. First, I require that officer-sergeant spells
last at least 2 consecutive sample months. This minimizes assignment errors that could result from
officers working in a temporary assignment with more activity than their permanent one, in which
case officer arrests may be erroneously credited to the wrong sergeant. If the underlying sergeant
truly did not change but I assigned the officer a new sergeant, then these errors would attenuate
the variance in sergeant effects since officer behavior would only change for idiosyncratic reasons.
This eliminates 5,747 spells, 19% of which are single months with no assigned sergeant. Next, I
filter out the remaining 866 spells in which a sergeant cannot be identified. I show in Figure 1.12
that these sample restrictions do not meaningfully change my estimates.

To facilitate identification of sergeant and officer fixed effects, I remove any officers and sergeants
who only appear together, any officer/sector-watch and sergeant/sector-watch pairs that only ap-
pear together, and any officers, sergeants, sector-watches, or day-off groups that only appear once
in the data. I also require that officers appear in the data in at least 5 separate months. These
restrictions eliminate 310 officer-supervisor spells, yielding an analysis sample of 1,805 officers, 347
supervisors, 8,432 officer-supervisor spells and 49,923 monthly officer observations.

In order to study trends around officer moves, I also construct a balanced event study sample. I
define an event as two chronological spells involving the same officer but different sergeants. Within

the event study sample, I require the duration of spells to be at least 5 months prior to the switch
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and at least 4 months after the switch. Since switches are determined at a monthly level, a switch
occurs sometime in the final month in which the officer is assigned to the previous sergeant in the
data. The switching month does not contribute to the 5 month pre-switch requirement.

I supplement the panel of sergeant assignments with data on officer activity from several sources.
I use the universe of arrest reports to count the number of arrests made by each officer in every
month of my sample. I match each arrest to all of the charges listed at the time of apprehension
and partition arrests into two categories: serious and low-level. These categories are defined as in
Rivera (2022). Serious arrests include index crimes (i.e., murder, rape, robbery, aggravated assault,
theft, burglary, and arson), which are high-cost crimes that are tracked by the FBI. Serious arrests
also include several non-index crimes with high social costs: simple assaults, any form of domestic
violence, sexual assault, fraud, and DWI.'0 All other arrests are classified as low-level. Low-level
crimes primarily consist of outstanding warrants,!! disorderly conduct, and drug possession, which
account for 81% of low-level arrests. Low-level arrests also encompass a range of public order
offenses with no clear victim, such as vagrancy, liquor violations, and prostitution. Arrests may
contain multiple charges, so I classify each arrest based on the most severe charge. In other words,
any arrest with a serious charge is classified as serious. To ensure that my results are not driven
by this classification decision, I also consider a more traditional partition of arrests into index and
non-index categories.

I link each arrest to court outcomes using records obtained from the Dallas County District
Attorney’s office and classify its conviction status.'> A conviction occurs if the arrest is matched
to a court case that does not result in a dismissal. Convictions thus include plea bargains, as well
as those administered by a judge or jury. If a charge does not match to court data, I consider it

dismissed. Conviction is defined at the arrest level, so that an arrest results in a conviction if the

%The only difference between my classification and Rivera (2022)’s is the inclusion of DWI in serious crimes.
1¥While T am unable to determine the crime associated with the warrant, national data suggest that the majority

of outstanding warrants are for non-violent crimes and ordinance violations, such as unpaid traffic tickets (Slocum

et al., 2021).
128pecifically, T use the name of the arrestee and the offense date to match an arrest to a case within the universe

of cases disposed within Dallas County from 2014 to 2020. I first match arrests to all court cases with the same
offense date. Then I use Jaro-Winkler distance to calculate the similarity of the first and last names of the matched
defendants. If an arrest has a matching case with first and last names that perfectly match (i.e., Jaro-Winkler score
equal to 1), I keep only that case. For all other arrests, I keep a match if it has a Jaro-Winkler score of 0.9 or higher.
This matching technique is similar to the one used by Adger et al. (2022) and allows for some spelling errors in the

arrest report while still being conservative about the name similarity required for a match.
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arrestee was convicted on any of the charges related to the arrest.

I extract 911 calls from CAD data to separately evaluate civilian-initiated and proactive police
encounters.'® An arrest is considered officer-initiated if it does not originate from a 911 call. Addi-
tionally, I merge use of force reports and civilian complaints to the involved officers and the month
of occurrence. I link officers and sergeants to internal personnel records that contain demographic
information, tenure and promotion history, shift, day-off group, and bureau assignments. Finally,
I link each sergeant promoted in 2012 or later to the promotional score that they achieved on the
sergeant’s exam for which they were promoted. I am unable to obtain scores for exams before 2012,
however 58% of sergeants in my sample were promoted in or after this year.

Summary statistics for the full unrestricted data, the analysis sample, and the balanced event
study sample are given in Table 1.1. The analysis sample is similar to the unrestricted data,
suggesting that estimates of sergeant effects are unlikely to be biased by sample selection. Officers
in the event study sample have slightly lower arrest activity when compared to the unrestricted
data and analysis sample. One likely explanation is that the event study sample requires officers to
have successive stable patrol assignments, which excludes officers who may prefer making arrests
and are more likely to transfer to specialized teams where they can make a large number of arrests,
such as gang or narcotics enforcement. Since all of my analyses include officer fixed effects, these
sample differences should not significantly affect my findings.

Table 1.1 shows that officers are highly mobile and sergeants are exposed to a large number
of officers within the sample. The average officer has just under four unique sergeants, and the
average sergeant manages over 20 officers. This density within the managerial network is vital for
my empirical strategy, since sergeant fixed effects can only be identified within groups of officers
and sergeants connected by moves (Abowd et al., 2002). In my data, all of the observations are
within one connected set.

On average, patrol officers in my sample make 3.8 arrests per month, three-fourths of which are
for low-level crimes. The proportion of low-level arrests in my data is comparable to the national
proportion of misdemeanor arrests, which account for 80% of all arrests according to estimates by

Natapoff (2016).14 There is substantial variation in arrests between officers. The standard deviation

131 use the cleaning procedure described by Online Appendix A4 in Weisburst (2024) to isolate 911 calls in CAD.

141,0w-level crimes, as classified here, are not all misdemeanors and not all misdemeanors are low-level crimes. For
example, possessing personal-use amounts of marijuana is a misdemeanor, while possessing personal-use amounts of

cocaine is a felony. However, I classify both as low-level crimes.
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is 3.64, nearly the same size as the mean. Figure 1.9a plots the distribution of average arrests per
officer-month for sergeants. This figure suggests significant variation across sergeants in the arrests
made by their officers. Officers working for a sergeant in the right tail of the distribution make over
6 arrests per month on average, while those in the left tail average 1 arrest or fewer. However, the
average number of arrests made by officers working for sergeants cannot identify a sergeant’s effect
on arrests, as it cannot be disentangled from officer discretion. This discretion translates to even
larger variation in arrests across officers (see Figure 1.9b). Separating the effects of officers from
those of sergeants requires observing changes in officer behavior under different sergeants. This is

the crux of the empirical strategy, which I detail in the next section.

1.4 Empirical Strategy

1.4.1 Estimating Sergeant Effects

First, I estimate sergeant effects on the quantity of officer arrests. I follow the two-way fixed
effects approach pioneered by Abowd et al. (1999), which has been used to identify manager effects
in a variety of settings (Benson et al., 2019; Frederiksen et al., 2020; Fenizia, 2022; Metcalfe et al.,
2023). The model is specified as follows:

Yir = 0i + V) + 2B+ Vit (1.1)

where y;; is the number of arrests made by officer ¢ in year-month ¢, 8; is an officer fixed effect,
and ;1) is a fixed effect for officer i’s sergeant in month ¢. The time-varying control vector x;
sector-watch fixed effects to account for spatial and temporal variation in crime, which may affect
arrests. Since sector-watch and sergeant assignments overlap, separate identification of sergeant
and sector-watch fixed effects requires that each sector-watch in my sample is managed by multiple
sergeants. The data cleaning procedure described in Section 1.3 ensures this is the case in my
analysis sample. In practice, each sector-watch is managed by an average of 6.95 sergeants (see row
10, column 2 of Table 1.1). I also include fixed effects for the day-off group of the officer in order
to control for changes in an officer’s scheduled days that coincide with changes in their sergeant
assignments. I also include a second-degree polynomial of officer tenure to account for time-varying
changes in arrest behavior that may be correlated with the officer’s sergeant due to their priority

in schedule realignments.
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Sergeant fixed effects are identified through officers who switch sergeants. Specifically, sergeants
in this model are credited only for changes in the behavior of officers who switch to or from them.
By including z;, sergeant effects are measured using changes in arrests relative to the average within
an officer’s patrol location, shift, day-off, and tenure group. For v; to identify the causal effect of
supervisor j, I require that officer mobility between sergeants is as-good-as random, conditional on
officer fixed effects and the controls. In other words, sergeant assignments must be uncorrelated
with determinants of officer behavior that are not included in the model. However, the model allows
officers to sort to sergeants based on the permanent components of officer effects 6; and sergeants
effects v 5(; +). Thus, if officers who have a preference for making arrests tend to work with sergeants
who encourage officers to make them, the identifying assumptions would not be violated. Following
Card et al. (2013), I examine three forms of endogenous mobility that could violate the identifying
assumptions.

First, sergeant assignments must be uncorrelated with unobserved, time-varying determinants
of officer arrests, including trends in both officer behavior and crime within the assigned sector. For
example, if sergeants who are more lenient toward low-level arrests are more likely to be assigned
officers whose preference for making arrests is increasing over time, the model would erroneously
attribute any gains in arrests to the new sergeant. Moreover, if officers were systematically moved
to neighborhoods with increasing demand for police enforcement, this could overstate the variation
in sergeant effects. Such scenarios might arise if, for example, high-arrest sergeants were more likely
to pressure command staff to fill vacancies in their unit when crime is rising in their assigned area.

Second, I require that changes in an officer’s sergeant do not coincide with unobserved shocks to
their enforcement behavior. In this context, one may be particularly worried about departmental
policy changes that coincide with an officer’s move. For example, hot-spot policing is a common
strategy in which resources are concentrated in areas with a high crime concentration (Weisburd
and Eck, 2004). If high-arrest sergeants are better at identifying crime hot-spots and request new
officers for hot-spot policing, I would observe increased arrests for officers moving to these sergeants,
but for reasons unrelated to the sergeant’s management style.

Finally, my identification assumes that officers do not sort to sergeants based on their idiosyn-
cratic match quality. If, for example, command staff is able to match officers to sergeants with whom
they have a comparative advantage in making arrests — a case of positive assortative matching —

then there would be match-specific effects, 7;;, that are correlated with ¢ (; ;) and missing from
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the model.

Sergeant assignments in the DPD, as described in Section 1.2, limit officers’ ability to sort
based on these endogenous factors. While officers and sergeants can select their station and watch
through the patrol bid, they cannot control when the bid occurs, which options are available during
their selection, or their eventual sector assignments. Moreover, they cannot control the timing
or destination of moves generated by vacancies, limiting their ability to adjust their behavior in
anticipation of a switch or sort based on crime trends in specific locations. To the extent that
there are contemporaneous changes in the unobserved determinants of arrests that are correlated
with sergeant switches, the sergeant fixed effects will identify a combination of sergeant effects and
effects from other sources. However, policy changes are unlikely to drive the patrol bid or vacancies.
New policing initiatives are often carried out by teams distinct from regular patrol officers, as was
the case for hot-spot initiatives in Dallas during the sample period (Jang et al., 2012).

I rigorously test the validity of the identification assumptions in Section 1.5. However, in the
spirit of Card et al. (2013), one can also conduct simple event studies around officer moves in
order to assess the variation in the data that is leveraged for identification of the sergeant fixed
effects. In Figure 1.1, I present event studies by splitting sergeants into terciles based on the average
number of arrests made by the officers they manage during the sample. I then plot officer arrest
paths separately by the sergeant terciles that they transition to and from. Arrests are residualized
by officer fixed effects and the control vector using within-supervisor variation, as in Chetty et al.
(2014). In practice, this means that I estimate HAZ and B by estimating equation 1.1. I then calculate
Yit — 6, — x;tB using these estimates. This is necessary since any sorting pattern of sergeants would
lead estimates of 6; and B to be contaminated by sergeant effects if the sergeant fixed effects were
not included. In order to evaluate a reasonable pre- and post-switch window while maintaining
most of the switches in the data, I use the sample of switches that are balanced 2 months prior to
the move and 2 months after the move.

Figure 1.1 exhibits a few notable patterns. First, when an officer changes sergeants, their
arrest behavior shifts abruptly and remains persistent. This is consistent with a fixed effects
specification, in which the sergeant’s effect activates once the officer moves and does not degrade
over time. Second, while there is evidence of fluctuations in officer behavior prior to a switch, these
fluctuations do not seem to be systematically related to the direction of the switch. Third, Figure

1.1 suggests that officer-sergeant match quality is not a key determinant of moves. Sorting based on
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match quality implies that officers tend to move to supervisors with whom they have a comparative
advantage (or, in the case of negative sorting, disadvantage) in making arrests.One implication of
sorting based on match quality is the asymmetry in the effects of upward and downward moves.
As shown by Card et al. (2013), in the presence of an endogenous match effect 7;;, the expected
difference in arrests as a result of the move to a high-arrest sergeant (j = 2) in period ¢ from a

low-arrest sergeant (j = 1) in period ¢t — 1 is given by:

E[yit — yit,1|J(i,t) = 2,J(’i,t — 1) = 1] =y — Y —I—E[mg — 17¢1|J(i,t) = 2,J(’i,t — 1) = 1]. (1.2)

Similarly, the expectation for a move in the opposite direction is given by:

E[yit — yit_lfJ(i,t) = 1,J(i,t — 1) = 2] =] — P9 +E[77z’1 — nigfj(i,t) = 1,J(i,t — 1) = 2]. (1.3)

Under positive (negative) assortative matching, both expected difference in match quality terms
will be positive (negative). Thus, there would be an average mover premium (cost), regardless of
the arrest propensity of an officer’s new sergeant. In general, a lack of match-based sorting implies
that the arrest changes generated by moving from j = 1 to j = 2 are equal and opposite the changes
caused by moving from j = 2 to 7 = 1. Upon visual inspection of Figure 1.1, it is clear that officers
who move to a sergeant in a higher tercile experience an increase in arrests, while those who move
to a lower tercile sergeant experience a decrease in arrests. Moreover, moves in opposite directions
seem to be symmetric. For example, a move from the 3rd tercile to the 1st seems to be equal
and opposite in magnitude to a move from the 1st tercile to the 3rd. Reassuringly, moves within
the same tercile do not seem to produce average changes in either direction, suggesting no average
premium or cost to moving. I further verify the symmetry across moves in Figure 1.7, which plots
the average change in residual arrests for upward moves against the average change for downward
moves in the opposite direction. The points line up roughly along the -45 degree line, providing
support for symmetry in my data.®

Under the identifying assumptions, the fixed effects will be unbiased. However, consistency

requires that the number of observations tends to infinity within each officer-sergeant pairing. Thus

158plitting sergeants into terciles results in relatively few cases of symmetric moves to evaluate. In Figure 1.8, I
perform the same event study analysis by splitting sergeants into quartiles. The conclusions of Figure 1.1 and Figure

1.7 hold in a similar way in this case.
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the raw fixed effects are likely to be estimated with error even if the identification assumptions are
satisfied. This error will be more severe for sergeants with few in-sample observations. To reduce
estimation error in the fixed effects, I adopt Empirical Bayes shrinkage procedures commonly used
in the teacher value-added literature.(e.g. Kane and Staiger, 2008; Chetty et al., 2014). Specifically,
I bootstrap the estimation of equation 1.1 in order to obtain estimates of the variance in sergeant
fixed effects that can be attributed to the true signal variance, oy, and the variance attributable

16 T then multiply each raw fixed effect by the Empirical Bayes shrinkage

to sampling error, o..
factor, defined as the ratio of signal variance to total variance, % As the contribution of the
error variance grows, the Empirical Bayes factor shrinks a sergeant’s effect toward the mean of
the sergeant effect distribution, which is 0 by construction (see Appendix B for further details). I

perform the same procedure for the officer fixed effects.

1.4.2 Variance Decomposition

In addition to individual sergeant fixed effects, I am also interested in the contribution of

sergeants and officers to variation in enforcement outcomes.

Var(y;) = Var(0;) + Var(@ ) +2C00(0i, % 56.0)) + Var(vit), (1.4)

Yl = yit — Tt (1.5)

I focus on variation in pair-level average residualized arrests because variation within an officer-
sergeant pairing is uninformative for estimates of the sergeant fixed effects. Arrests are residualized
by the controls, with 3 estimated using within-sergeant and within-officer variation from the full
model in equation 1.1 (Chetty et al., 2014).

While the Empirical Bayes procedure reduces measurement error in the estimated fixed effects,
the variance components may still be biased if the number of officer movers is too low relative to
the number of sergeants — the well-known limited mobility bias problem (Andrews et al., 2008).

This would overinflate the variance of sergeant fixed effects, leading us to conclude that sergeants

18For the bootstrap, I follow the procedure outlined by Best et al. (2023). I obtain residuals #;; and randomly
resample them, stratifying by sergeant-officer pair in order to preserve the match structure of the data. I then re-
estimate the sergeant fixed effects. I repeat this process 1000 times and use the distribution of fixed effect estimates

for each sergeant to calculate 6, and &
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have a greater impact than they actually do, and it would bias the covariance negatively due to
the inverse correlation of measurement errors between officer and sergeant effects. This bias can
be severe, as has been demonstrated in the context of firm-worker networks (Bonhomme et al.,
2023). However, compared to other contexts, the officer-sergeant mobility network in my data is
particularly dense. Over 85% of officers in my sample switch sergeants and the entire sample is
connected by officer moves.

Nonetheless, I apply the bias-correction strategies developed by Andrews et al. (2008) and
Kline et al. (2020) to the variance component estimates. The Andrews et al. (2008) method
derives the bias term under the assumption of homoskedastic errors, while Kline et al. (2020) (KSS
hereafter) derive the bias term under unrestricted heteroskedasticity. The KSS bias term is a
linear combination of each observation’s variance, weighted by its influence on the plug-in variance
estimator. The KSS bias-corrected variance terms take the form of leave-one-out estimators that
rely on model parameters computed when leaving out the i-th observation. The KSS estimator can
only be used on the leave-one-out connected set, which includes officers and sergeants who remain
connected when any single officer is removed. The leave-one-out connected set removes only 3
sergeants and 3 officers from my data. In Section 1.5, I show that the bias-correction methods

provide similar estimates of the variance and covariance components.

1.4.3 Disaggregating Sergeant Effects

Officers may allocate varying levels of effort to enforcing low-level versus serious crimes. Officers
can increase low-level arrests by actively searching for evidence of such crimes. For instance,
officers may stop more civilians on the street or conduct more frequent searches for contraband
during interactions. While such arrests may be legally justified, there is limited evidence that they
enhance public safety (Cho et al., 2023). On the other hand, an officer may make more serious
arrests if they actively volunteer for 911 calls when other officers are not available and respond
quickly to calls when they are assigned. It is not immediately clear whether a larger sergeant effect
results from officers being encouraged to make more serious arrests, more low-level arrests, or both.

The sergeant effect is a composite of both serious and low-level effects:

v =f 95

The correlation between w]L and ¢f reveals whether there is complementarity between low-level
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and serious enforcement as induced by sergeants. If sergeants who induce more arrests achieve this
through uniform increases in officer effort, we would expect ij and sz to be positively correlated.
In that case, it would suggest that officers’ time constraints are not binding, meaning they may
spend significant portions of their shift inactive or extend their shifts with overtime. In contrast, a
negative correlation suggests that sergeant effects involve a trade-off between low-level and serious
enforcement. In this case, officers may have binding time constraints that force them to choose one
type of enforcement activity at the expense of the other. A lack of correlation between low-level
and serious sergeant effects suggests that sergeants induce each type of arrest through independent
behaviors, and officers are unlikely to face binding time constraints.

Estimates for ¢jL and wf are obtained using two-way fixed effects models with low-level and
serious arrests as outcomes, respectively. I shrink the raw estimates of low-level and serious sergeant
effects using the Empirical Bayes procedure described in Section 1.4.1. Since low-level and serious
arrests occur at different rates in the data, I focus on standardized versions of each to allow for

interpretable comparisons:
'L oL oL

07 =47 /SDWY).

1.5 Results

1.5.1 Sergeant Effect Estimates

Figure 1.2 plots the density of the raw and shrunken sergeant effects. By construction, the
mean of the sergeant effects distribution is 0, so that each sergeant effect is interpreted as the
number of arrests induced per month relative to the average sergeant. As expected, the shrinkage
procedure reduces variation and increases the concentration of effects around 0. However, even
after shrinkage, a one standard deviation increase in sergeant effects is associated with an increase
of 0.66 arrests per month, or 17% relative to the mean. The distribution of fixed effects is roughly
symmetric around the average sergeant but has a heavy left tail, suggesting a significant number
of sergeants with low enforcement levels. The estimates suggest that moving from a high arrest

sergeant to a low arrest sergeant makes a sizeable difference in the enforcement behavior of officers:
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moving an officer from a 10th percentile sergeant to a sergeant in the 90th percentile would lead to
1.6 more arrests per month (42% relative to the mean).

To contextualize these magnitudes, we can calculate the impact of replacing a sergeant with
a new one.'” Replacing all sergeants above the 90th percentile with sergeants at the 50th per-
centile would lead to 2,380 fewer arrests over the sample period, a 2.26% reduction in total arrests.
This suggests that replacing a small number of sergeants — in this case, just 35 — could have a
substantial impact. While there is greater variation in officer effects than in sergeant effects (see
Figure 1.10), the fact that sergeants manage many officers suggests that variation in sergeants may
play a larger role in explaining the total number of arrests. To illustrate this point, consider the
model-implied effect of replacing a sergeant for one month compared to replacing an officer at the
same point in the distribution. For example, replacing a 90th percentile sergeant who manages the
average number of officers (6.33 officers per month) with a 50th percentile sergeant would lead to
2.8 fewer arrests, holding other factors constant.'® On the other hand, an equivalent replacement
of a 90th percentile officer would only lead to 2.6 fewer arrests.

To generalize this result, I calculate the change in arrests that would occur from replacing a
sergeant at each percentile of the effects distribution with a 50th percentile sergeant for one month,
assuming that they manage the average number of officers. I then calculate this equivalently
for each officer. In Figure 1.13, I compare these changes at each percentile of the arrest effect
distributions. In 90% of cases, replacing a sergeant leads to changes that are at least as large (in
absolute value) as those from replacing an equivalent officer.!” The largest differences between
sergeant and officer replacements occur in the left tail of the distribution, where a concentration
of sergeants induce far fewer arrests than the average. Replacing sergeants from the 60th to 90th
percentiles also leads to larger changes than equivalent officer replacements, but the gap narrows
beyond the 90th percentile, consistent with the long right tail of the officer effects distribution.

Because a small number of officers make many arrests, replacing those officers can have as large

17To avoid double-counting arrests attributed to multiple officers, I adjust the arrest measure so that each officer
receives credit for only half an arrest when multiple officers are listed on the arrest report. This does not substantially

alter the results compared to the original arrest measure.
'8The calculation is performed by taking the difference between the 90th percentile of the sergeant effects distri-

bution and the 50th percentile, and multiplying that by 6.33.
YTnstead of assuming each sergeant manages the average number of officers, one can perform these calculations

using the actual number of officers managed by each sergeant. This approach shows that 72% of sergeant replacements

produce larger changes than equivalent officer replacements. Calculations are available from the author upon request.
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an effect as replacing an equivalent sergeant. However, across most of the distribution, replacing
a sergeant leads to changes that are at least as large as replacing an equivalent officer. I interpret
these findings as evidence that variation in sergeants is more impactful for arrests overall than
variation in officers.

I present the results of the variance decomposition in Table 1.2, which include decompositions
using raw fixed effects, Bayes-shrunken fixed effects, and both variance component bias-correction
methods. As expected, the raw fixed effects overestimate the contribution of sergeants to variation
in officer arrests. All three of the bias-adjustment methods produce smaller estimates of the variance
in sergeant and officer effects. With the preferred KSS specification (columns (7) and (8)), I find
that variation in sergeants can explain 3.39% of the total variation in officer arrests. In contrast,
officers account for nearly three-fourths of the variation in arrests. Given that I estimate arrests at
the officer level, the larger contribution of officers relative to sergeants is not surprising. However,
as demonstrated previously, sergeant effects are magnified by the breadth of officers whom they
manage, which is not quantified in the variance decomposition.

In the fourth row of Table 1.4, I report the covariance between sergeant and officer effects. 1
find evidence that high-arrest officers tend to sort to low arrest sergeants across all specifications.
One interpretation of this result is that officers who make a lot of arrests prefer to work under
relatively uninvolved supervisors, which may lead to less scrutiny over their behavior. However,
the magnitude of sorting is small and accounts for no less than -1.51% of the total variation across
each specification. Consistent with institutional practices that constrain an officer’s ability to select
specific sergeants, sorting—even on fixed characteristics—appears to be limited.

My estimates can be indirectly compared to manager effects on productivity in other settings.
My estimate of the variance in arrests attributable to sergeants is roughly half the size of Adhvaryu
et al. (2020)’s estimate of the variance in worker productivity attributed to line managers in Indian
garment factories (7.3% vs. 3.4%). However, officers in my context explain a significantly larger
portion of the variation in arrests than factory line workers explain in their own productivity (5.4%
vs. 72.3%). These results demonstrate the substantial amount of discretion that police officers
have relative to workers in other contexts. In Lazear et al. (2015)’s study of managers within a
technology-based services firm, the authors estimate that a 1 standard deviation change in manager
effects increases productivity 2.6 times more than a standard deviation change in worker effects,

assuming the manager has an average-sized team. The same calculations in my context imply
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that increasing sergeant effects by 1 standard deviation produces an effect 1.44 times larger than
a standard deviation increase in officer effects, again suggesting that sergeants matter more than
officers for variation in total arrests, though they may matter less than managers in previously
studied industries.

Since front-line workers in policing have significant discretion in making arrests, it is not sur-
prising that police management has a smaller effect on their behavior. The fact that managerial
changes still outperform worker changes in policing is particularly noteworthy. One of the central
questions posed by this paper is whether front-line managers can change police behavior, given the

limitations of their position. The results presented in this section suggest that they indeed can.

1.5.2 Diagnostic Checks

This section conducts diagnostic checks to address concerns regarding the validity of the fixed
effects estimates from equation 1.1. To begin, I provide evidence in support of the identifying
assumption that sergeant mobility is uncorrelated with unobserved determinants of arrests. Section
1.4 discusses three forms of endogenous officer mobility that could bias my estimates of the sergeant
effects. I begin by assessing each of these identification threats in turn.

First, I consider endogenous mobility based on trends in officer behavior or crime. There may
be concern that officers are assigned to sergeants based on recent changes in their arrests. For
example, an officer’s arrests may decline after attending a mandated training program. If they
were then more likely to be assigned to a sergeant who demands fewer arrests, part of the reduction
in arrests attributed to the new sergeant would stem from the declining trend before the switch. On
the other hand, if an opening within a low-enforcement sergeant’s unit arises following a retirement,
one might be worried that the vacancy is likely to be assigned to an officer whose arrests are trending
upwards if the department is receiving complaints from their aggressive behavior. In either case,
sergeant effects would be biased by trends in officer behavior.

In order to test for this form of endogenous sorting, I examine heterogeneity in trends prior to
a sergeant move using an event study. Specifically, I estimate a model of arrest behavior around

the time of a move:

Yet = Qe + Z [WgD’gt + W’fDleﬁt(Alﬁe)] + 2B + €t (1.6)
k£—1
Here, e indexes a switching event, uniquely determined by officer ¢ and the switch month T,
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and k indexes months relative to T. The variable D¥, is an indicator for an observation being k
months relative to the switch. The coefficients 7§ capture dynamics related to a change in sergeants
which are common across all switches. I include baseline model controls (tenure, sector-watch fixed
effects, and day-off group fixed effects) to adjust for time trends and an event fixed effect, a., in
order to control for differences in baseline arrest rates prior to the switch.

The parameters of interest are the 7y’’s, which capture period-specific heterogeneity depending
on the size of the change in sergeant effect. I test for endogenous reassignment by examining the pre-
move event study coefficients. The event study model also nests a test for general misspecification
of the sergeant effects, as equation 1.1 implies that a sergeant switch results in an instantaneous
and non-degrading change in arrests. I estimate equation 1.6 using the event study sample, so that
ke [-5,4].

I plot the event study coefficients in Figure 1.3. Reassuringly, there is no evidence of heteroge-
neous trends in arrest behavior prior to officers changing sergeants.. An F-test of joint significance
for the pre-move coefficients yields a p-value of 0.8473 (see column 1 of Table 1.9). Moreover,
following a switch to a high-arrest sergeant, an officer’s arrests immediately increase and remain
elevated throughout the panel, in line with the insights from the nonparametric event study in
Figure 1.1.%0

The previous test cannot capture whether officers sort to sergeants based on crime rate trends.
One may be concerned that sergeants who prefer aggressive enforcement are more sensitive to
changes in crime and are more likely to ask command staff to fill vacancies when crime is rising in
their sector. This would result in officers making more arrests after a move because the demand for
arrests in their new location is increasing, not because of their new sergeant. I test for endogenous
crime trends by estimating the correlation between changes in sergeant effects and crime prior to

the switch, measured by 911 calls.?! T report these estimates in Table 1.11, separately for officers

20The size of the effect after moving is also close to 1, which is reassuring, as the 7f’s are interpreted as the change
in arrests following a move to a sergeant who induces one more arrest per month than the previous sergeant. To the
extent that the estimates are below 1, this reflects measurement error that arises due to using estimated objects and

a smaller subset of the data in which officers make slightly fewer arrests relative to the full sample.
2T use 911 calls as a measure of crime rather than crime reports, as crime reporting is endogenous to police activity

(Weisburd, 2021). To the extent that aggressive policing can affect the public’s willingness to contact the police, 911
calls may also be endogenous to police activity (Ang et al., 2024). Nonetheless, I take the stance that, because crime
reports will be generated by proactive policing and 911 calls are civilian-initiated, the latter is a more appropriate

indicator for crime in my context, as the reporting biases are likely to be smaller.
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moving into and out of each sergeant’s unit. Based on joint F-statistics for the pre-period crime
coefficients, I find no evidence that trends in crime are correlated with changes in the sergeant
effect for incoming or outgoing officers.??

A second source of endogenous mobility arises from unobserved shocks correlated with sergeant
assignment. For example, reassignment to high-arrest sergeants may occur at the same time as a
policy that asks officers to make more arrests. I test for the presence of correlated contemporaneous
shocks using a placebo test on ’incumbent’ officers. Incumbents are officers who already work with
the new sergeant of a switching officer when the switch occurs. If sergeant effects are systematically
driven by unobserved policy shocks happening at the same time an officer switches, then one would
expect the policies’ arrest effects to be reflected in the incumbents’ arrests as well.

I use an event study to test whether incumbent arrests are affected when a new officer joins the
team. For each switching event e in which officer ¢ changes from sergeant j to sergeant j’, I model
the number of arrests made by officers | # ¢ managed by sergeant j' 5 months before the switch

and 4 months after:

Arrestsjes = age + Z [7k DE, + 78 DE (Ao + )0y B + €et- (1.7)
kA—1

The model takes a form similar to equation 1.6. Once again, I am interested in the 7§ terms,
which describe how arrests made by incumbent officers in month k& change when the difference
in the effects of sergeants j' and j increases by 1. This model also provides a secondary test for
endogenous crime trends, as we would expect arrests to increase for incumbent officers prior to
a positive switch in sergeant effects if larger sergeant effects are driven by growing demand for
arrests. In Figure 1.16, T present the estimates and 95% confidence intervals for the event study
coefficients. The estimates are close to 0 and insignificant across all months relative to the new
officer’s switch date. These results indicate that sergeant effects are unlikely to be contaminated
by contemporaneous changes in enforcement policy.

The third identification concern pertains to match-specific error components. If officers sort to

sergeants with whom they have a comparative advantage in making arrests, then the model will

22This test looks at officers who switch sector-watches. One may still be concerned that sergeants with a large
arrest effect are more likely to switch into sector-watches with increasing crime. Table 1.12 presents results from a
regression that predicts the sergeant effect of a sector-watch in each month using crimes in the last 5 months. I do

not find evidence that trends in crime are predictive of sergeant effects.
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be misspecified and the fixed effects biased. Using the event studies in Figure 1.1, I showed it is
unlikely that officers and supervisors sort based on match quality.

A related issue is that the model assumes sergeant and officer effects are additively separable. If
sergeant effects were officer-specific, then the separate officer and sergeant fixed effects would not be
informative and may be a product of statistical noise. I conduct two tests of the additive separability
assumption. First, following Card et al. (2013), I examine the average residuals from equation
1.1 separately by groups of officer and sergeant effects. Specifically, I divide each officer-month
observation into quintiles of officer and sergeant effects. If the additive separability assumption
did not hold, then I would expect the model to systematically under- or over-estimate arrests
for certain officer-sergeant groups. For example, if some aggressive officers felt more comfortable
making arrests when working under an uninvolved station house sergeant, then we would expect
large positive average residuals for top quintile officers matched with bottom quintile supervisors.
Figure 1.15 demonstrates that the mean residuals do not exhibit any clear patterns that would
indicate a violation of the additive separability assumption. Across all officer-sergeant groups, the
residuals are relatively small, ranging from -0.1 to 0.18, suggesting that the threat of misspecification
is minimal in this setting.

A second test of additive separability compares the explanatory power of the baseline specifi-
cation to a fully saturated model that contains a fixed effect for each officer-sergeant pair. I report
the R? and Adjusted R? for these models in columns 3 and 5 of Table 1.10. The fully saturated
model fits better than the baseline, though the increase in Adjusted R? of 0.054 suggests that match
components play a limited role in this setting. To the extent that match effects are present in the
model, the evidence presented up to this point is most consistent with them being uncorrelated
random effects.

In practice, each sergeant effect is identified using a relatively small number of officer switches
— 33.4, on average. Even after using the Empirical Bayes and KSS bias-correction methods, one
may still be concerned that the estimated sergeant effects are driven by noise. To show that
sergeant effects capture meaningful variation in arrests, I estimate a set of ‘placebo’ sergeant effects
by randomly reallocating sergeants to officers, preserving the number of unique officers for each
sergeant. I then calculate the variance in arrests attributable to the placebo sergeants. I do this
exercise 100 times and plot the distribution of variance estimates in Figure 1.14, along with the

KSS variance estimate from Table 1.2. To be conservative, I do not perform bias correction for the
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placebo. Reassuringly, the placebo estimates are close to 0 and my model variance estimate lies
well outside a 95% confidence interval of the sergeant effect variance that would be obtained by
chance.

In total, the findings from this section indicate that the sergeant effects identify meaningful

changes in officer behavior that are attributable to their sergeant.

1.5.3 Disaggregating Sergeant Effects by Crime Type

In this section, I disaggregate the sergeant effects to evaluate sergeant effects separately for
serious and low-level arrests. Figure 1.4 shows a binned scatterplot with low-level sergeant effects
on the horizontal axis and serious sergeant effects on the vertical axis, accompanied by a linear fit
and a nonparametric 95% confidence band (Cattaneo et al., 2024). The linear fit suggests a positive
relationship between low-level and serious effects, and the estimated correlation being small but
statistically significant at 0.11. However, the confidence band does not allow me to rule out a
non-linear relationship between the two dimensions of sergeant effects. Visual inspection of the
plot suggests that sergeants who induce significantly fewer low-level arrests than average also tend
to induce fewer serious arrests; however, for the rest of the distribution, the relationship is flat.

Indeed, if T remove the bottom 5% of sergeants in the low-level effect distribution, the estimated
correlation decreases to 0.07 and becomes statistically insignificant. For sergeants in the upper
half of the low-level effects distribution, the estimated correlation with serious effects is -0.02 and
I can rule out a correlation larger than 0.13 or smaller than -0.16. While a concentration of
sergeants appears to reduce overall enforcement effort, the lack of a strong correlation between
serious and low-level enforcement across the distribution suggests that managers influence low-level
and serious arrests independently. Insofar as policies are interested in reducing low-level arrests
through sergeants, my findings suggest that such policies are unlikely to reduce the enforcement of
serious crimes.??

To illustrate this point, I calculate the change in low-level and serious arrests that would result
from replacing the top 5% of low-level effect sergeants with those in the 50th percentile for both
serious and low-level effects. This hypothetical change is coarse: I target only low-level sergeant

effects, but, as a consequence, it also impacts the distribution of serious effects. I estimate that this

23The lack of correlation between sergeant effects on arrests for crimes of differing severity levels is robust to instead

dividing arrests according to the traditional FBI index classification. See Figure 1.17.
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change in the sergeant effects distributions would result in 1,018 fewer low-level arrests over the
5-year period, but increase serious arrests by 9.7. Because a roughly even proportion of sergeants
with large low-level effects have positive and negative serious effects (see Figure 1.18), replacing
all of these sergeants would significantly reduce low-level enforcement without affecting arrests for
serious crimes on-net. Although this example is likely unrealistic, as it assumes departments can
perfectly target replacement sergeants, it demonstrates the potential of sergeant-focused personnel
policies to affect enforcement practices that may be especially costly without negatively impacting
socially beneficial police behaviors.

The lack of a strong relationship between low-level and serious sergeant effects is particularly
striking, as these effects for officers are strongly and positively correlated (see Figure 1.20). The
complementarity of low-level and serious arrests for officers suggests that variation in arrests across
officers can be attributed to differences in overall effort, since officers who make more arrests tend
to do so for both serious and low-level crimes. This may occur if some officers derive larger intrinsic
benefits or have lower costs from the act of arresting, but the difference between these costs and
benefits are relatively constant between serious and low-level arrests. In other words, officers
appear to be differentiated on their willingness to make any arrest, rather than their willingness to
make arrests of a certain type. In contrast, sergeants appear to affect low-level and serious arrests
through distinct actions. My findings suggest that sergeants may be more concerned than officers
with how enforcement is distributed across different crimes. Insofar as policymakers aim to reduce
overly aggressive low-level enforcement, targeting sergeants may be more effective than targeting

individual police officers.

1.5.4 What Drives Sergeant Effects?

What behaviors do sergeants influence to induce more low-level or serious arrests? Since the
broad categorizations of serious and low-level arrests mask richer within-category heterogeneity,
I investigate this question by estimating how serious and low-level sergeant effects change officer

behavior for different subcategories of arrests. I estimate regressions of the following form:

Vi = QLT + aSUTG ) + 05 + 2hB + v, (1.8)

where ¥, is the number of arrests of type ¢ made by officer 7 in year-month ¢. As in the baseline

specification, I control for officer, sector-watch, and day-off group fixed effects as well as officer
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tenure. The af coefficients capture the change in type ¢ arrests associated with a one standard
deviation increase in the low-level (serious) effect of an officer’s sergeant.

I first estimate this equation for the number of arrests within more granular categories of crime.
In Table 1.3, I report estimates for the 3 most frequent serious and low-level charges. Increasing
a sergeant’s serious effect leads to statistically significant increases across the three most frequent
serious crimes: domestic violence (column 1), theft (column 2), and DWI (column 3). However, the
effects are largest—both nominally and relative to the mean—for domestic violence arrests, which
account for 0.45 arrests each month (12% of the total average) but increase by 37% when officers are
assigned to a sergeant with a one standard deviation larger serious effect. Additionally, sergeants
with larger low-level effects actually reduce domestic violence arrests by 0.016 per month (3.5%
relative to the mean). Sergeants make crime-specific trade-offs, even though the two dimensions
of sergeant effects are uncorrelated on aggregate. However, I find no evidence that larger low-level
sergeant effects change enforcement of theft or DWI.

Among low-level crimes, the largest discrepancy between behavior induced by serious and low-
level sergeant effects occurs for drug arrests. A one standard deviation increase in a sergeant’s
low-level effect increases an officer’s drug arrests by 0.17 per month, which is over 50% of the mean.
Roughly 90% of this effect is driven by increased arrests for simple possession, rather than drug
distribution (see Table 1.13). The same size increase for a sergeant’s serious effect reduces drug
arrests by 0.036 per month (10% of the mean). Conversely, both dimensions of sergeant effects
are positively associated with warrant and disorderly conduct arrests, although the magnitudes are
larger for the low-level effect.

These findings have important implications for racial disparities. Black civilians represent a
disproportionate share of drug arrests (55% compared to 50%), suggesting that aggressive low-level
enforcement may exacerbate existing disparities. Indeed, I find that Black arrests increase at a
faster rate than Hispanic or white arrests in response to positive changes in low-level sergeant
effects, even when accounting for the higher baseline arrest rates for Black civilians (Table 1.15).
Conversely, changes in serious sergeant effects increase arrests across all races in proportion with
their baseline arrest rates, which is sensible given the lack of crime composition changes for serious
sergeant effects.

Patrol officers can make arrests through two primary channels: self-initiated interactions —

such as traffic stops, investigating abandoned buildings, or stopping citizens on the street — or 911
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calls. I examine how sergeant effects impact arrests through each channel by estimating equation
1.8 separately for officer-initiated and call-initiated arrests. The results in Table 1.4 show that
sergeant-induced serious arrests are entirely initiated through calls (column 2), while low-level
arrests come from both calls and officer-initiated interactions. However, for low-level sergeant
effects, officer-initiated interactions account for over 60% of the total increase in arrests, which
is particularly striking given that officer-initiated arrests are less common than those from 911
calls. These findings suggest that low-level sergeant effects are linked to a broken windows style
of policing, where sergeants direct officers to proactively seek out and enforce low-level crimes to
reduce crime more broadly. However, such arrests may be particularly costly to society overall, as
these behaviors have not generated sufficient costs to justify a civilian complaint. Moreover, in a
separate event study analysis, I find no evidence that low-level sergeant effects are associated with
reductions in overall crime (see Appendix C) — suggesting that these enforcement strategies are
unlikely to justify their costs to society.

While officer-initiated arrests are highly discretionary, it is less clear whether call-initiated
arrests would change due to increased exposure to 911 calls or a lower threshold for criminal
behavior, conditional on the call response. In Dallas, patrol officers can volunteer for calls if the
unit assigned to that area is unavailable. Additionally, officers may work overtime, enabling them to
answer more calls than they typically would during their shift. This suggests that some portion of
sergeant effects may operate through increased call activity, rather than through a higher likelihood
of arresting at each call. I investigate the mechanisms behind call-initiated arrests by regressing
monthly call-specific outcomes on low-level and serious sergeant effects, with results presented in
Table 1.5. I find that the number of calls answered per month increases with positive changes in
both the serious and low-level sergeant effects (column 1). A one standard deviation increase in
the serious sergeant effect leads subordinates to answer 2.2 more calls per month, compared to an
average of 61.4. Increasing the low-level sergeant effect results in less than half the additional calls.
Since I find no evidence that a sergeant’s serious or low-level effect changes the number of 911
calls received in their sector (see Appendix C), these results are consistent with officers choosing
to answer additional calls when working for sergeants with larger arrest effects.

While serious effects are associated with larger changes in the number of calls answered, low-level
effects lead to more substantial changes in the likelihood that officers make an arrest at the calls

they respond to (column 2). A one standard deviation increase in low-level effect leads to arrests
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at .3% more calls, which is nearly twice the size of changes caused by increasing the serious effect.
Unsurprisingly, sergeants who increase low-level arrests primarily induce low-level arrests at calls.
However, higher serious effects are associated mainly with increases in serious call arrests, along
with a small increase in low-level call arrests (columns 3 and 4). These findings reinforce the earlier
observation that management behaviors that increase low-level arrests in isolation do not seem to
meaningfully impact enforcement for serious crimes. Moreover, it appears that serious sergeant
effects are associated with more arrests for low-level crimes, but only those that are reported to
the police by a civilian rather than detected by an officer on patrol.?

Figure 1.21 contextualizes the findings from Table 1.5 by reporting similar results for call out-
comes disaggregated by call type. For sergeants with large low-level effects, their officers arrest
at a higher rate, even conditional on the severity-level of the call. Strikingly, the effect on arrest
probability is largest for the least severe call type — mischief. However, the figure shows that
the positive overall effect on the call arrest percentage for sergeants with high serious effects is
driven entirely by officers responding to more serious calls. There is no evidence that increasing
the serious sergeant effects raises arrest probability after conditioning on call type. In other words,
serious sergeant effects operate entirely through call-response effort, while low-level sergeant effects
drive discretionary enforcement, even during civilian-initiated 911 calls.

The results thus far suggest that sergeants incentivize their officers to change the quantity of
serious and low-level arrests. However, do sergeants value the quality of arrests? To answer this
question, I estimate the impact of serious and low-level sergeant effects on conviction rates. Doing
so requires overcoming an empirical challenge. It is not uncommon for an officer to make zero arrests
in a month, which prevents me from studying conviction rates directly. I adopt the approach used
by Gudgeon et al. (2023) and estimate the impact of serious and low-level sergeant effects on the
number of convicted arrests and total arrests separately. I use these estimates to calculate how
changes in the serious and low-level sergeant effects affect the ratio of convicted arrests to total
arrests, and then compare the new ratios to the ratio of averages. I plot the estimated changes
in the conviction rate along with bootstrapped 95% confidence intervals in Figure 1.5. T also plot
estimated changes in the conviction rate for serious and low-level arrests separately.

Both dimensions of sergeant effects increase overall conviction rates. This suggests that sergeants

24Pigure 1.19 depicts the results from Tables 1.3, 1.4, and 1.15 graphically, with estimates normalized to the mean

of each arrest category to allow for easier comparison of effects across categories.
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who induce arrests of either kind do not do so by encouraging officers to make low-quality arrests
that will ultimately be thrown out in court. However, the results for both serious and low-level
conviction rates indicate that sergeant-induced arrests are not necessarily of higher quality. Serious
sergeant effects are not associated with changes in the serious conviction rate and are actually asso-
ciated with lower conviction rates for low-level arrests. On the other hand, low-level sergeant effects
are associated with higher conviction rates for both types of arrests. These patterns are driven by
compositional shifts in the types of arrests that officers make. Serious arrests have a higher convic-
tion rate than low-level arrests, so conviction rates increase when working for sergeants with high
serious effects, since serious effects make up a larger share of your arrests. On the other hand, drug
arrests have a conviction rate 4.75 times higher than the average low-level arrest. As a result, the
disproportionate impact of low-level sergeant effects on drug arrests increases low-level conviction
rates for their officers, while the negative impact of serious sergeant effects on drug arrests de-
creases low-level conviction rates for officers working with sergeants who prioritize the enforcement
of serious crimes.

Finally, I consider how sergeant effects interact with two other measures of costly police behav-
ior: use of force and complaints. In Table 1.6, I report results from regressions that estimate each
of these outcomes as a function of the low-level and serious sergeant effects. In column 1, I find
that increases in both serious and low-level sergeant effects lead to more uses of force. However,
the change is significantly larger for low-level sergeant effects. A one standard deviation increase in
the low-level effect leads to 0.02 more uses of force per month, a 14% increase relative to the mean,
compared to a change of 0.006 for an equivalent increase in serious effects. In column 2, I find that
low-level sergeant effects increase complaints, while serious sergeant effects decrease complaints;
however, both coefficients are imprecisely estimated. Both serious and low-level sergeant effects
lead to more officer activity and more formal interactions with civilians, likely contributing to in-
creased use of force. However, the stark difference in effect sizes suggests that targeted low-level
enforcement may lead to violent escalation, likely disproportionate to the costs of the crimes it aims
to address.

Overall, the results in this section reveal that, although sergeants have substantial influence over
their officers’ arrest decisions, they do so in heterogeneous ways. In particular, sergeants may induce
more serious or more low-level arrests, and I find evidence that sergeants can change officer behavior

along one dimension without significantly altering behavior along the other. Indeed, inducing low-
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level arrests and serious arrests leads to very different downstream officer behaviors. Officers make
more serious arrests through call activity. In contrast, to induce more low-level arrests, sergeants
incentivize their officers to proactively detect low-level crimes during patrols, particularly those

involving drug possession.

1.5.5 Mechanisms: Leading By Example and Monitoring Officers

I now turn to the question of how sergeants are able to change the actions of their officers.
Since police officers not only have discretion but also operate largely outside the direct view of
their sergeants, there has been a long-standing debate over whether supervision can change of-
ficer behavior, let alone whether it actually does (Brown, 1988). In this section, I evaluate two
measurable sergeant behaviors that could affect officer decisions: leading by example and direct
monitoring. As explained in Section 1.2, leading by example may be particularly effective, since
officers are more likely to respect the “street sergeants” who understand firsthand the complexities
of working in patrol (Van Maanen, 1984). Accordingly, I use two proxies for leading by example: a
sergeant’s own arrest activity and the number of calls to which sergeants respond as first-responders.
To distinguish between lead by example mechanisms for low-level and serious sergeant effects, I
separately consider a sergeant’s serious and low-level arrests.

Sergeants can also influence their officers’ behavior through increased monitoring, which may
involve assigning themselves to their officers’ calls more frequently. In addition to overcoming the
inherent limitations of police supervision, this approach may also increase the likelihood that officers
will seek advice from their sergeants in future uncertain situations, knowing that their sergeant is
more likely to respond in person. This would enable sergeants to give more direct advice in line
with their enforcement preferences. I test for sergeant monitoring using a sergeant’s presence at
their officers’ calls. I measure sergeant presence using CAD call assignments.

I estimate the importance of these mechanisms by regressing the monthly behaviors of a sergeant
against their serious and low-level arrest effects. In a given month, sergeant behaviors may be
influenced by their sector-watch assignment or the composition of their subordinates. I estimate
the impact of low-level and serious sergeant effects on sergeant activities by leveraging within-
assignment variation. Specifically, for unit u (i.e. a sector-watch) managed by sergeant j in month

t, I estimate models of the following form:
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where y is an action of supervisor j in unit u during year-month t¢. I include sector-watch
fixed effects (z,,) to control for variation in sergeant behaviors driven by the time and location of
their assignments. Since some sergeant behaviors occur explicitly in response to the needs of their
subordinates, I control for the average low-level and serious arrest effects of officers within their
unit.

I report results for these regressions in Table 1.7. I find that low-level sergeant effects are
associated with leading by example (columns 1-4). Sergeants with large low-level effects make
significantly more arrests (column 1) and these arrests are exclusively low-level (column 3). I
also find that low-level sergeant effects are associated with being the first-responder at more calls
(column 4). Additionally, low-level sergeant effects are associated with greater officer monitoring,
as sergeants respond to 7.6% more subordinate calls per month relative to the mean for every one
standard deviation increase in low-level effects (column 5).

In contrast, I find no evidence that serious sergeant effects are associated with leading by
example or enhanced officer monitoring in the field. The point estimates for serious sergeant effects
in each column are small and imprecisely estimated. It is likely that sergeants induce serious
arrests through other forms of behavior not captured by the data. These sergeants may provide
better transfer recommendations for their officers contingent on greater call activity. Alternatively,
sergeants with a high serious effect may be more willing to communicate their preferences to officers
directly through radio assistance.

One other possibility that can be indirectly tested in the data is granting officers more overtime
contingent on their call activity. Police have very few overtime restrictions, which allows them to
significantly increase their income if their sergeant is willing to grant overtime requests (Chalfin and
Goncalves, 2023). I do not have access to overtime data, so I use officer shift data to measure the
number of calls and arrests made outside of their regular hours. Table 1.14 shows that nearly half
of the total increase in calls answered as a result of changes in serious sergeant effects is driven by
calls outside of an officer’s regular hours. Moreover, overtime arrests increase, primarily for serious
crimes. I also find that low-level effects are associated with significant increases in calls and arrests
outside an officer’s regular shift. Although these measures are imperfect proxies for overtime, they
suggest that sergeants may use their administrative control over overtime approval to shape officer
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behavior.

1.6 Predicting Sergeant Effects

To what extent are sergeant effects mediated by observable characteristics that are determined
before someone has been promoted to sergeant? Answering this question is important for two
reasons. First, it has significant implications for structuring sergeant-focused policies, which, as my
results suggest, may serve as an effective tool in police reform. If sergeant effects can be predicted
based on pre-promotion performance, departments could use these insights to inform promotion
decisions or provide targeted management training before officers assume full-time sergeant duties.
Second, to the extent that sergeant effects provide some insight into the preferences of these first-
line managers, knowing how these preferences vary according to pre-promotion characteristics is
of independent interest. For example, it is not clear whether one’s preferences as a worker carry
over to their preferences as a manager to their former job position. One aspect of learning how to
be a manager may operate through seeing one’s old job through a new perspective; or, promoted
workers may simply use their new job powers to impose the work environment they always wanted.
In the context of policing, it is well-established that racial minorities and older police officers make
fewer arrests (Ba et al., 2021a,b). The extent to which this variation carries over into managerial
preferences provides insight into this question.

I examine variations in sergeant effect distributions across four observable pre-promotion char-
acteristics: race, gender, age at the time of the promotional exam, and the score achieved on the
exam. Since [ only observe exam scores beginning with the 2012 round of tests, I limit my sample
to the 202 sergeants who were promoted from these exams. I call sergeants “older” if they were
above the average across all exams and I call them “above-average scorers” if they were above the
average score for their particular exam.

In Figure 1.6a, I present densities separately by exam score. 1 observe a notable difference
between high and low scorers in the distributions of both serious and low-level effects. For low-level
effects, the distribution of above-average scorers is shifted to the left of that for below-average
scorers, with a Kolmogorov-Smirnov test indicating that this difference is statistically significant
(p-value = 0.034). Thus, individuals who score below average on the promotional exams tend to
induce more low-level arrests than those who score above average. These differences are meaningful

considering exam score is the primary determinant of promotion. The exams test for knowledge
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of department procedures and aptitude within relevant supervisory situations. Thus marginal
promotees — who are barely promoted by virtue of their low exam score — are more likely to
value low-level arrests. This result is particularly interesting in light of the fact that, anecdotally,
only a small portion of qualified officers take the sergeant promotional exam. For the 2018 exam,
only 24% of eligible officers took the test. If officers who chose not to take the exam were deterred
for reasons other than fear of weak performance on the test, departments may be able to reduce
sergeant-induced low-level enforcement by encouraging more qualified officers to take the exam.

In Figure 1.6b, I also find evidence of a statistically significant difference in the distribution
of serious effects between high and low exam scorers (Kolmogorv-Smirnov p-value = 0.013). In
contrast to low-level effects, the differences in serious effects are not driven by a monotonic shift in
one direction. Instead, high scorers exhibit a wider distribution of serious effects than low scorers.
The distribution for low scorers is more concentrated around 0. These findings suggest that high
scorers are significantly more heterogeneous than low-scorers, at least in terms of their effects on
serious enforcement. One potential explanation is that high scorers may tend to be more bookish
and administratively-inclined, as was suggested by Van Maanen (1984). It is possible that this
group of test takers is more heterogeneous in their preferences for involvement with their officers,
as some may be more focused on station house duties and others more intent on motivating their
officers.

In the appendix, I present the empirical density of low-level and serious effects, separately by
race (Figures 1.24, 1.25), gender (Figures 1.22, 1.23), and age groups (Figures 1.26, 1.27). I do
not find evidence of significant differences in the distribution of either sergeant effect along each of
these three observable dimensions. Kolmogorov-Smirnov tests for the equality of the distributions
generate p-values that are well-above standard significance thresholds. However, I find evidence
that low-level officer effects differ by race (Figure 1.28), consistent with the previous literature (e.g.
Ba et al., 2021b). Thus, it appears that variation in officer enforcement effects do not translate into
similar variation in sergeant effects. The exam-based promotion mechanism may filter out officers
from different racial categories, which could explain the variation in officer behavior across racial
groups. For example, officers who are uniformly less likely to make low-level arrests may select into
the promotion process at a higher rate. This issue warrants further, in-depth analysis, which is
beyond the scope of this paper. However, my findings suggest that more work should be done to

unpack the implications of exam-based promotion mechanisms.
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1.7 Conclusion

This paper demonstrates that supervision plays a crucial role in shaping police enforcement
decisions. Importantly, supervisors’ effects manifest through distinct enforcement behaviors. My
findings have several important implications for police reform policy.

First, training programs or personnel realignments targeting first-line supervisors may be par-
ticularly effective in altering how police use discretion. Other police reforms, such as training
programs, have shown to be effective but degrade in impact over time (Owens et al., 2018). My
findings suggest that sergeants provide persistent incentives for their officers to police in specific
ways, indicating that policies aimed at altering sergeants’ preferences could have a lasting impact.
Furthermore, since sergeants represent a smaller portion of police agencies, policies requiring regu-
lar retraining of sergeants could be more cost-effective than broader programs that require periodic
retraining of all frontline officers While I cannot evaluate the costs of such policies, my findings
suggest that more focus ought to be given to designing sergeant-based reforms.

Second, my results suggest that management styles focused on aggressively targeting low-level
crimes are disconnected from efforts aimed at reducing more serious offenses. The independence
of supervisory effects across these dimensions supports a growing body of literature suggesting
that reducing violent and property crimes does not necessarily require harsh enforcement of low-
level offenses, which are often more related to public health and civilians’ overall quality of life
(Cho et al., 2023). Additionally, I provide evidence that targeting low-level crimes results in more
collateral damage through the use of force than strategies focused on increasing arrests for serious
crimes.

Third, this paper underscores the importance of future research into promotion mechanisms,
both in the public sector more broadly and in policing specifically. By showing that managerial
effects vary systematically based on performance in a standardized promotion process, my find-
ings suggest that even ’objective’ promotion tools can result in unexpected trade-offs for public
organizations when selecting staff for supervisory roles.

Ultimately, my paper suggests that policy interventions focused on first-line police management

could offer a fruitful direction for future research.
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1.8 Tables and Figures

Average Residualized Arrests

Notes: This figure plots the average number of arrests made by officers in the months around receiving a new sergeant
by the magnitude of the sergeant change. In particular, I group sergeants into terciles according to the average number
of residual arrests made by their officers throughout the sample. Each line then plots the average residualized arrests
made by officers who transition between terciles, where the terciles of the previous and subsequent sergeant are

described by “Sergeant Tercile Transition.” Arrests are residualized by a second-degree polynomial of officer tenure

Figure 1.1: Event Study Around Sergeant Switch
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and officer, sector-watch, and day-off group fixed effects.
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Figure 1.2: Distribution of Sergeant Effects
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Notes: This figure plots the sergeant effects estimated using the sergeant fixed effects in equation 1.1. Sergeant
effects are interpreted as the number of monthly arrests that an officer makes working under a sergeant, relative to
the average sergeant. The solid line represents the raw effects obtained from estimating equation 1.1 using OLS. The
dotted line represents the shrunken effects, which are the raw fixed effects multiplied by the Bayesian shrinkage factor

as described in Section 1.4.
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Figure 1.3: Event Study Coefficients
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Notes: This figure presents estimates of #% from the sergeant switching event study model described by equation 1.6,
where k£ denotes the months around a sergeant switching event. The switch occurs in month 0. Month -1, the last
full month an officer spends with their old sergeant, is used as the reference month. The model is estimated using

the event study data that are balanced on [-5, 4]. Standard errors are clustered at the officer level.
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Figure 1.4: Relationship between low-level and serious sergeant effects

Correlation: [0.01, 0.22]
14 Correlation in Top 95%: [-0.04, 0.18]
Correlation in Top 50%: [-0.16, 0.13]

Serious Sergeant Effect

’ Low—Iev%I Sergeant Effect ’
Notes: This figure displays a binned scatterplot of the relationship between the standardized low-level sergeant effects
and standardized serious sergeant effects. Low-level (serious) effects describe sergeant effects on arrests for low-level
(serious) crimes, defined as described in Section 1.3. Low-level and serious sergeant effects are standardized, so that
magnitudes are interpreted as standard deviations away from the mean corresponding to each axis. The bins are
chosen according to the procedure described by Cattaneo et al. (2024). The blue line is a linear fit and the purple

field is a 95% nonparametric confidence band.

54



Figure 1.5: Impact of Sergeant Effects on Conviction Rates
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Notes: This figure plots the change in officer conviction rates that results from increasing the low-level and serious
sergeant effects by one standard deviation. I calculate the change in conviction rate in two steps. I first regress the
number of total and convicted arrests separately on the standardized low-level and serious sergeant effects, along with
the model controls as in equation 1.8. Then, for each of the two sergeant effects, I add the regression coefficients for
convicted and total arrests to their respective sample means and take the difference between this ratio and the ratio
of the means. For each estimate, I calculate a 95% confidence interval using a bootstrap with 100 resamples. I do
this procedure separately for all arrests (’Overall Conviction Rate), serious arrests (’Serious Conviction Rate), and

low-level arrests ('Low-Level Conviction Rate’).
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Figure 1.6: Sergeant Effects Distributions by Promotional Exam Performance

(a) Low-level effect distribution (b) Serious effect distribution

0.6
0.4+
0.3- 0.4
2 2
‘0 ‘@
=4 c
Zo0.2- 3
0.2
0.1-
0.0- = 0.0
2 -3 -2 -1 0 1 2

0
Low-level Sergeant Effect Serious Sergeant Effect

[] Below-Average Scorers! _} Above-Average Scorers [] Below-Average Scorers_ _} Above-Average Scorers

Notes: These figures plot distributions of standardized sergeant effects separately by the sergeant’s performance on
the promotional exam they took to attain the rank of sergeant. I define above-average scorers as sergeants who score
above the average for their exam and below-average scorers as those who score below their exam-specific average.

Kolmogorov-Smirnov p-value for low-level effects = 0.0343. Kolmogorov-Smirnov p-value for serious effects = 0.0128.
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Table 1.1:

Summary Statistics

Full Sample

Analysis Sample

Event Study Sample

1 (2) )
1. Number of officers 2,067 1,805 833
2. Number of sergeants 387 347 287
3. Number of officers with >1 sgt. 1,856 1,623 833
4. Number of sergeants with >1 off. 384 344 270
5. Mean number of sergeants per off. 5.21 3.97 2.67
6. Mean number of officers per sgt. 27.7 20.6 7.74
7. Total officer-sergeant spells 15,355 8,432 2,247
8. Total switching events 13,288 5,798 1,277
9. Number of sector-watches 105 102 102
10. Mean number of sergeants per sector-watch 8.48 6.95 4.61
11. Arrests mean 3.81 3.80 3.65
SD 3.65 3.64 3.46
12. Low-level arrests mean 2.88 2.87 2.75
SD 3.03 3.02 2.88
13. Serious arrests mean 0.925 0.923 0.897
SD 1.29 1.29 1.26
14. Drug arrests mean 0.315 0.311 0.276
SD 0.931 0.928 0.885
15. Warrant arrests mean 0.771 0.766 0.739
SD 1.35 1.35 1.29
16. Disorderly conduct arrests mean 0.416 0.409 0.370
SD 0.941 0.921 0.839
17. Proactive arrests mean 1.72 1.71 1.61
SD 2.26 2.24 2.13
18. Convicted arrests mean 0.776 0.773 0.712
SD 1.30 1.30 1.21
19. Use of force mean 0.119 0.118 0.114
SD 0.324 0.322 0.318
20. Complaint mean 0.0139 0.0141 0.0151
SD 0.117 0.118 0.122
Number of observations 61,166 49,923 12,770

use of force (complaint) taking place in a month.
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Notes: The table reports summary statistics for three samples. The Full Sample is the unrestricted sample of all patrol officers.
Sample contains all patrol officer months that satisfy the restrictions described in Section 1.3. The Event Study sample contains all officer-sergeant
switching events in which the focal officer is observed with the pre-switch sergeant at least 5 months prior to the switch and the post-switch
sergeant at least 4 months after the switch. Serious arrests are defined as index arrests as well as domestic violence, fraud, simple assault, and
DUI. All other arrests are considered low-level. Drug (warrant/disorderly conduct) arrests are any arrests which contain a drug (warrant/disorderly
conduct) charge and do not contain any other higher-level (i.e. serious) charges. An arrest is considered to be convicted if the arrest is matched

to a court disposition and not dismissed; this includes guilty findings by judge, jury, or plea. Use of force (complaint) is a binary indicator for any
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Table 1.3: Sergeant Effects by Crime Type

Serious Crimes Low-Level Crimes
Domestic Violence Theft DWI Drugs Warrants Disorderly Conduct
(1) (2) ®3) (4) () (6)
Low-level Sergeant Effect -0.0161** -0.0025 -0.0013  0.1713**  0.1772** 0.1076***
(0.0080) (0.0053)  (0.0061)  (0.0238)  (0.0203) (0.0134)
Serious Sergeant Effect 0.1687*** 0.0382***  0.0352***  -0.0360*** 0.0755*** 0.0350***
(0.0082) (0.0064)  (0.0063)  (0.0139)  (0.0148) (0.0093)
Baseline Controls v v v v v v
Observations 49,923 49,923 49,923 49,923 49,923 49,923
Y mean 0.45308 0.13927  0.10885 0.31138 0.76578 0.40903

Notes: This table reports the estimated coefficients for the sergeant effects in equation 1.8, using the three most
frequent serious and low-level crimes. Serious and low-level crimes are mutually exclusive categories. However,
within serious and low-level crimes, an arrest may fall under multiple different criminal charges. The low-level
(serious) sergeant effect is given by the standardized Bayes-shrunken sergeant effect on low-level (serious) arrests.
The baseline controls include officer fixed effects and the full set of controls used in equation 1.1. Standard errors are

clustered at the officer level. ***p < 0.01,"" p < 0.05," p < 0.1.
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Table 1.4: Sergeant Effects on Arrests by Interaction Source

Officer Initiated Arrests Call Initiated Arrests

(1) (2)

Low-level Sergeant Effect 0.4495*** 0.2542%**
(0.0372) (0.0239)
Serious Sergeant Effect 0.0277 0.2442***
(0.0248) (0.0201)
Baseline Controls v v
Observations 49,923 49,923
Y mean 1.7008 2.0967

Notes: This table reports the estimated coefficients for the sergeant effects in equation 1.8 using officer-initiated and
call-initiated arrests. An arrest is call-initiated if it can be linked to a 911 call in CAD. Otherwise, it is considered
officer-initiated. The low-level (serious) sergeant effect is given by the standardized Bayes-shrunken sergeant effect
on low-level (serious) arrests. The baseline controls include officer fixed effects and the full set of controls used in

equation 1.1. Standard errors are clustered at the officer level. ***p < 0.01,"* p < 0.05," p < 0.1.
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Table 1.5: Sergeant Effects on Call Activity

Calls Answered Arrest Probability at Calls Low-Level Call Arrests Serious Call Arrests

(1) (2) 3) (4)

Low-level Sergeant Effect 1.069*** 0.0032*** 0.2637** -0.0119
(0.3701) (0.0004) (0.0192) (0.0101)
Serious Sergeant Effect 2.202%** 0.0017*** 0.0281* 0.2154***
(0.3084) (0.0003) (0.0153) (0.0101)
Baseline Controls v v v v
Observations 49,923 49,923 49,923 49,923
Y mean 61.415 0.02741 1.4101 0.67718

Notes: This table reports the estimated coefficients for the sergeant effects in equation 1.8 using various measures of
call activity as outcome variables. In column 1, calls answered refer to calls in which the officer is among the first
units dispatched to the scene. In column 2, arrest probability at calls is the proportion of calls that an officer answers
that result in arrest. I only count the arrest for an officer if they are on the arrest report, since only these arrests
will be counted toward their monthly total in the analysis sample. In columns 3 and 4, low-level and serious call
arrests are measured in the same way, only counting arrests for which the officer is present on the arrest report. The
low-level (serious) sergeant effect is given by the standardized Bayes-shrunken sergeant effect on low-level (serious)
arrests. The baseline controls include officer fixed effects and the full set of controls used in equation 1.1. Standard

errors are clustered at the officer level. ***p < 0.01,"" p < 0.05," p < 0.1.
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Table 1.6: Sergeant Effects and Other Activity

Use of Force Incidents Complaints

(1) (2)
Low-level Sergeant Effect 0.0203*** 0.0040
(0.0043) (0.0029)
Serious Sergeant Effect 0.0059* -0.0019
(0.0034) (0.0025)

Baseline Controls v v
Observations 49,923 49,923
Y mean 0.13813 0.02398

Notes: This table reports the estimated coefficients for the sergeant effects in equation 1.8 using use of force incidents
and complaints as outcome variables. The low-level (serious) sergeant effect is given by the standardized Bayes-
shrunken sergeant effect on low-level (serious) arrests. The baseline controls include officer fixed effects and the full

set of controls used in equation 1.1. Standard errors are clustered at the officer level. ***p < 0.01,"* p < 0.05," p < 0.1.
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Table 1.7: Sergeant Effect Mechanisms

Leading by Example

Monitoring

Total Arrests

Serious Arrests

Low-Level Arrests

First-Responder Calls

Subordinate Calls

(1) (2) (3) (4) ()
Low-level Sergeant Effect 0.0777*** 0.0062 0.0715*** 0.5387* 0.6004**
(0.0249) (0.0082) (0.0192) (0.2832) (0.2393)
Serious Sergeant Effect -0.0161 -0.0047 -0.0114 0.0937 0.2676
(0.0210) (0.0068) (0.0160) (0.2776) (0.2230)
Controls v v v v v
Observations 7,983 7,983 7,983 7,983 7,983
R? 0.08395 0.03647 0.07874 0.13804 0.19850
Y mean 0.31605 0.08130 0.23475 4.2619 7.8373

Notes: This table presents results from regressing measures of sergeant behavior on the estimated low-level and

serious sergeant effects, as described by equation 1.9. Data are at the sector-watch by month level. Controls include

the average estimated low-level and serious officer arrest effects for officers within the unit and sector-watch fixed

effects. The outcome variables in each column are: (1) the number of arrests that the unit’s supervisor makes in the

month, (2) the number of those arrests which are serious, (3) the number of those arrests which are low-level, (4)

the number of calls for service that the sergeant is first to respond to, and (5) the number of calls for service that a

sergeant responds to in which their subordinates are also present. Standard errors are clustered at the sergeant level.

=5 < 0.01,** p < 0.05,* p < 0.1.
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Figure 1.7: Symmetry in moves
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Notes: Each crosshair represents a pair of symmetric moves between sergeants in different terciles of average resid-
ualized arrests. Changes in residual arrests are calculated as the average difference between the average number of
arrests 2 months after a move and 2 months before a move. Arrests are residualized by officer, sector-watch, and

day-off group fixed effects and a second degree polynomial of tenure, as described in Section 1.4.
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Figure 1.8: Event study using sergeant quartiles

(a) Event Study Figure (b) Symmetry Test
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Notes: These figures present the same information as Figures 1.1 and 1.7, instead splitting supervisors into quartiles
rather than terciles. To limit the amount of lines in 1.8a, I only plot transitions from supervisors in the highest and
lowest quartiles. The symmetry test uses all quartile transitions. Note that in 1.8a. In 1.8b, the crosshairs align

roughly with the -45 degree line, suggesting the presence of symmetry across moves in equal and opposite directions.
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Figure 1.9: Distribution of Arrests

(a) Across Sergeants (b) Across Officers
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Notes: These figures present empirical distributions for monthly arrests. For a given sergeant, I calculate the average
number of monthly arrests made by officers who work for them. 1.9a then plots the distribution of this average.
Then, for each officer, I calculate the average number of arrests they make in a month across all months they are in

the sample. I plot the distribution of this average in 1.9b.
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Figure 1.10: Distribution of Officer Effects

Notes: This figure plots the officer fixed effects estimated using equation 1.1. The solid line presents the raw fixed
effects, while the dotted line presents the raw effects multiplied by the Bayesian shrinkage factor as described in

Section 4.
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Sergeant Effect
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Figure 1.11: CDF of Supervisor Fixed Effects

Notes: This figure displays the CDF of the sergeant effects, estimated using the sergeant fixed effects in equation 1.1
that are multipled by the Bayesian shrinkage factor described in Section 1.4.
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Figure 1.12: Robustness to Alternative Sampling Decisions
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Notes: This figure presents the correlation between sergeant fixed effects under different sampling restrictions. (a)
makes no sample restrictions, (b) imputes missing observations within a continuous sergeant spell and keeps any other
missing sergeant observations, (c¢) is the same as (b) but other observations with unknown sergeants are removed,
(d) imputes temporary one-off assignments with different sergeants using an officer’s permanent sergeant, (e) keeps

all of the temporary assignments but removes all months with an unknown sergeant, and (f) keeps months with an

unknown sergeant but removes the temporary assignments.
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Figure 1.13: Effect of a one-month replacement with the fiftieth percentile

Notes: This figure plots the calculated effect of one-month replacements of sergeants (in red) and officers (in blue)
with a fiftieth percentile employee from the effects distribution. Each sergeant is placed into their percentile in the
effects distribution and the change in arrests that would be produced from replacing them with a fiftieth sergeant
is calculated by subtracting each sergeant’s effect from the fiftieth percentile sergeant effect, and multiplying by
multiplying by the average number of officers managed in a month (6.33). I then plot the change in arrests against
each percentile by averaging over all sergeants within that percentile. The change in arrests for officers is calculated
identically, except I do not multiply by 6.33. Neither of the empirical effect distributions are mean 0 because the
Empirical Bayes shrinkage procedure introduces a small degree of bias in order to reduce the mean square error of

the fixed effects.
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Figure 1.14: Placebo Test, Sergeants randomly reassigned to officers

Notes: This figure depicts the results of placebo tests that randomly reallocate sergeants to officers, preserving the
number of unique officers managed for each sergeant. For every reallocation, I estimate equation 1.1 and report the
resulting (unadjusted) variance of sergeant effects. The empirical density, in light blue, plots the density of variance
estimates for 100 reallocations. The dashed lines denote the 95% confidence interval of the placebo variance estimates.

The red vertical line denotes my main estimate of the variance in sergeant effects, adjusted for measurement error

using the KSS method described in Section 4.2
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Figure 1.15: Residuals by quintile of officer and sergeant arrest effects

Notes: This figure reports the average residuals by quintiles of officer and sergeant (supervisor) arrest effects. Darker

blue indicates more positive residuals and darker red indicates more negative residuals.
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Figure 1.16: Arrests Made by Incumbent Officers
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Notes: This figure plots the event study coefficients from equation 1.7. For an officer switching
event e in which officer i switches from supervisor j to supervisor j, incumbent officers are those
who work with supervisor j for 5 months before the event and and 4 months after the event. The
x-axis indicates months relative to officer ¢’s switch. Standard errors are clustered at the level of

the switching officer.

73



Figure 1.17: Relationship between non-index and index sergeant effects
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Notes: This figure displays a binned scatterplot of the relationship between the standardized non-index sergeant
effects and standardized index sergeant effects. Non-index (index) sergeant effects capture the effects of a sergeant
on non-index (index) arrests. Index arrests are made for the FBI’s Part I Index Crimes: murder, aggravated assault,
rape, robbery, motor vehicle theft, burglary, theft, and arson. Non-index arrests are arrests for all other crimes. The
bins are chosen according to the procedure described by Cattaneo et al. (2024). The blue line is a linear fit and the

purple field is a 95% nonparametric confidence band.

74



Figure 1.18: Distribution of Sergeants between Serious and Low-level effects
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Notes: This figure displays the percentage of sergeants within each tercile grouping of (Bayes-shrunken) low-level

and serious sergeant effects.
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Figure 1.19: Drivers of Sergeant Effects

Notes: This figure depicts estimates of coefficients af, and a§ from equation 1.8, for arrests of various categories c.
Estimates of af (a$) are interpreted as the impact of increasing the low-level (serious) sergeant effect by 1 standard
deviation. Green lines represent o estimates and purple lines represent ag estimates. Arrest categories are given on
the x-axis of each figure. For each category, the af and a§ are normalized to the average number of arrests in that
category. 95% confidence intervals are depicted for each of the estimates, calculated using standard errors clustered
at the officer level. Raw regression estimates for each of figures can be found in Table 1.3 (a), Table 1.4 (b), and

Table 1.15 (c).
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Figure 1.20: Low-level and serious officer effects

Notes: This figure displays a binned scatterplot of the relationship between the standardized low-level officer effects
and standardized serious officer effects. The bins are chosen according to the procedure described by (Cattaneo et al.,

2024). The blue line represents a linear fit and the purple field gives a 95% nonparametric confidence band.
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Figure 1.21: Impact of sergeant effects on calls and arrests by call type
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Notes: This figure displays estimates and 95% confidence intervals from regressions of calls answered (blue) and
proportion of calls ending in arrests (red) on low-level and serious sergeant effects, along with the controls specified
in equation 1.8. Panel (a) shows the estimates for the low-level sergeant effects and panel (b) shows the estimates

for the serious sergeant effects. All estimates are normalized to the mean of each respective outcome.
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Figure 1.22: Serious Sergeant Effects Distribution by Gender
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Notes: This figure plots the distribution of serious sergeant effects by sergeant gender. Kolmogorov-Smirnov p-value

= 0.415.

Figure 1.23: Low-level Sergeant Effects by Gender
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Notes: This figure plots the distribution of low-level sergeant effects by sergeant gender. Kolmogorov-Smirnov p-value

= 0.817.
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Figure 1.24: Serious Sergeant Effects by Race
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Notes: This figure plots the distribution of serious sergeant effects by sergeant race. Black/Hispanic Kolmogorov-

Smirnov p-value = 0.239. Black/White Kolmogorov-Smirnov p-value = 0.219. White/Hispanic Kolmogorov-Smirnov

p-value = 0.130.

Figure 1.25: Low-level Sergeant Effects by Race
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Notes: This figure plots the distribution of low-level sergeant effects by sergeant race. Black/Hispanic Kolmogorov-

Smirnov p-value = 0.218. Black/White Kolmogorov-Smirnov p-value = 0.241. White/Hispanic Kolmogorov-Smirnov

p-value = 0.855.

80



Figure 1.26: Serious Sergeant Effects by Age at the Time of Exam
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Notes: This figure plots the distribution of serious sergeant effects by age at the time of the promotional exam. Older

sergeants are those who are above the average age across all exams in my sample, while younger sergeants are below

the average. Kolmogorov-Smirnov p-value = 0.587.

Figure 1.27: Low-level Sergeant Effects by Age at the Time of Exam
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Notes: This figure plots the distribution of low-level sergeant effects by age at the time of the promotional exam.
Older sergeants are those who are above the average age across all exams in my sample, while younger sergeants are

below the average. Kolmogorov-Smirnov p-value = 0.587.
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Figure 1.28: Low-level Officer Effects by Race
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Notes: This figure plots the distribution of low-level officer effects by officer race. Black/Hispanic Kolmogorov-
Smirnov p-value = 0.047. Black/White Kolmogorov-Smirnov p-value = 0.000. White/Hispanic Kolmogorov-Smirnov
p-value = 0.003.
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Figure 1.29: Event Study by Arrest Type
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Notes: This figure plots event study coefficients for equation 1.6, separately for models that use serious arrests
(defined as index arrests as well as domestic violence, fraud, simple assault, and DUI) and low-level arrests as the
dependent variable. Serious arrest results are given in blue and low-level arrest results are given in red. Month -1,
the last full month that the officer spends with the old supervisor, is the reference month in all specifications. For
each severity level, the effects are normalized to the average number of arrests in month -1. The model is estimated

using the event study data that are balanced on [-5, 4].
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Figure 1.30: Sergeant effects on crime
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Notes: The figures report for the event study coefficients estimated in equation 3.8. Panel (a) plots the coefficients
for the serious sergeant effects and Panel (b) plots the coefficients for the low-level sergeant effects. Standard errors

are clustered at the sector-watch level.
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Table 1.8: Data Sources

Data Source Variables
(1) (2)
Computer Aided Dispatch Entries (2014-2019) Assignments/911 Calls
Arrest Reports (2014-2019) Number of arrests
Charge Reports (2014-2019) Type of arrest
Use of Force Reports (2014-2019) Use of force incidents
Civilian Complaints (2014-2019) Number of complaints
Disposed Cases, Dallas County DA (2014-2019) Conviction
Various Personnel Records (2014-2019) Watch /day-off group/promotion dates
Sergeants Exam Results (2012; 2014; 2018) Composite Promotional Score

Notes: This table describes each of the data sources used to construct the analysis sample.

85



Table 1.9: Event-study around sergeant switches

k Total Arrests Serious Arrests Low-Level Arrests
1) (2) ®3)
-5 0.0020 0.0732 -0.0712
(0.1366) (0.0568) (0.1175)
-4 -0.1609 -0.0067 -0.1542
(0.1477) (0.0613) (0.1261)
-3 0.0347 0.0919* -0.0572
(0.1265) (0.0549) (0.1064)
-2 0.0664 0.0310 0.0354
(0.1191) (0.0532) (0.1020)
0 0.2661** 0.1510** 0.1151
(0.1252) (0.0597) (0.1052)
1 0.8550*** 0.1548** 0.7002***
(0.1779) (0.0654) (0.1611)
2 0.8843*** 0.1583*** 0.7260***
(0.1649) (0.0602) (0.1551)
3 0.7782%* 0.1466** 0.6316***
(0.1780) (0.0602) (0.1612)
4 0.8862*** 0.1520** 0.7342%*
(0.1735) (0.0636) (0.1578)
Observations 12,770 12,770 12,770
Y mean 3.6488 0.89742 2.7514
Pre-trends F stat 0.8473 1.5706 0.6234
p-value 0.8473 0.1791 0.6458

Notes: This table presents the event-study coefficients used to make Figure 1.3. The regressions use switching events
that are balanced around 5 sample months prior to the move and 4 sample months after the move. Month -1 is the
reference point and the switch occurs at in month 0. The pre-trends F statistic is calculated from an F-test of joint

significance of the coefficients for which k£ < —1. Standard errors are clustered at the officer level.
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Table 1.10: Analysis of Variance

Arrests

(1) (2) 3) (4) ()
R? 0.166379 0.516861 0.527611 0.202556 0.623947
Adjusted R? 0.164421 0.497526 0.505139 0.195091 0.559736
Controls v v v v v
Officer FE v v
Sergeant FE v v
Sergeant-by-Officer FE v
Observations 49,923 49,923 49,923 49,923 49,923

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table reports R? and adjusted R? for models that vary the included fixed effects. Controls include a

second degree polynomial of officer tenure, and sector-watch and day-off group fixed effects.
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Table 1.11: Trends in crime do not predict changes in sergeant effects

All Months Months With Movers

A~

E[Aiﬁaut} E[Alﬁzn] E[Azﬁout] E[szn]

(1) (2) (3) (4)
Log(911Calls)_4 -0.0056  0.0285  -0.0052  0.1420
(0.0401)  (0.0424)  (0.1630)  (0.1302)
Log(911Calls)_y 0.0022  0.0029  -0.0052  0.0053
(0.0490)  (0.0525)  (0.1818)  (0.1700)
Log(911Calls)_s 0.0018  -0.0799  -0.0609  -0.3495*
(0.0535)  (0.0526)  (0.1635)  (0.1824)
Log(911Calls)_y -0.0647  0.0335  -0.2065  0.1106
(0.0488)  (0.0546)  (0.1924)  (0.1488)
Log(911Calls)_s 0.0704*  -0.0152  0.1350  0.0411

(0.0423)  (0.0475) (0.1884)  (0.1653)

Observations 5,525 5,525 1,387 1,424
Y mean 0.00738  0.00401  0.02938 0.01555
Joint F p-value 0.62913  0.58831  0.83440 0.39364
Sector-Watch fixed effects v v v v

Notes: This table examines the correlation of crime trends with sergeant switches. Regressions are performed at the
sector-watch by month level. For each sector-watch and month, I calculate the average change in sergeant effects
separately for officers who move in and out of the sector-watch in that month. The table reports results for a
regression of the sergeant effect changes on the natural logarithm of 911 calls originating in that sector-watch in
each of the 5 months prior to the focal month. Regressions include fixed effects for the sector-watch. Dependent
variables are the average change in the sergeant effects for out-movers (columns 1 and 3) and in-movers (columns 2
and 4). Out-movers are officers who leave the sector-watch and in-movers are officers who join the sector-watch in
a given month. Columns 1 and 2 use all monthly observations for each sector-watch. Columns 3 and 4 only use the
monthly observations in which at least one out-move (column 3) or one in-move (column 4) occurs. Standard errors

are clustered at the sector-watch level.
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Table 1.12: Crime Trends Don’t Predict Sergeant Effects

Sergeant Effect

(1)
Log(911Calls) 4 0.0712
(0.0455)
Log(911Calls)_o 0.0254
(0.0319)
Log(911Calls)_3 -0.0352
(0.0297)
Log(911Calls)—4 -0.0544
(0.0347)
Log(911Calls)_5 -0.0275
(0.0485)
Observations 5,525
Y mean -0.03592
Joint F p-value 0.21720
Sector-Watch fixed effects v

Notes: This table presents results for a regression of sergeant effects on the natural logarithm of 911 calls in the
sergeant’s assigned sector-watch between 1 and 5 months before the focal month. The data are at the sergeant-by-

month level. Standard errors are clustered at the sergeant level. ***p < 0.01,"" p < 0.05," p < 0.1.
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Table 1.13: Drug Arrest Types

Possession Arrests Distribution Arrests

(1) (2)

Low-level Sergeant Effect 0.1543*** 0.0163***
(0.0210) (0.0041)
Serious Sergeant Effect -0.0314** -0.00517***
(0.0132) (0.0018)
Baseline Controls v v
Observations 49,923 49,923
Y mean 0.28955 0.01839

Notes: The table reports results for a regression of possession (column 1) and distribution (column 2) arrests on
low-level and serious sergeant effects, along with standard model controls from equation 1.8. I classify a drug arrest
as "possession” if the charge description only mentions possession and not sale or manufacturing. If the charge
description mentions sale or manufacturing, then the drug arrest is classified as ”distribution,” so that the two
categories are mutually exclusive. The effect sizes for all drug arrests are 0.1713 for low-level sergeant effects and -
0.0361 for serious sergeant effects, taken from Table 1.3. 99.6% of drug arrests are either for possession or distribution.

Standard errors are clustered at the officer level. ***p < 0.01,"* p < 0.05,* p < 0.1.
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Table 1.14: Sergeant effects and officer overtime activities

Overtime Calls Overtime Low-level Arrests Overtime Serious Arrests

(1) (2) 3)

Low-level Sergeant Effect 0.6303*** 0.0312*** -0.0011
(0.1646) (0.0057) (0.0031)
Serious Sergeant Effect 0.9050*** 0.0103* 0.0219***
(0.1464) (0.0056) (0.0037)
Baseline Controls v v v
Observations 49,923 49,923 49,923
Y mean 6.0084 0.11327 0.04926

Notes: This table presents results for a regression of overtime calls and arrests on low-level and serious sergeant
effects, along with standard model controls from equation 1.8. I call a call or arrest overtime if it occurs outside
1. >k >k k-

of the officer’s shift hours listed in the assignments data. Standard errors are clustered at the officer leve

0.01,"* p < 0.05,* p < 0.1.

p<
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Table 1.15: Sergeant impacts by race

Black Arrests Hispanic Arrests White Arrests

(1) (2) (3)

Low-level Sergeant Effect 0.4172%** 0.1469*** 0.1370***
(0.0333) (0.0157) (0.0127)
Serious Sergeant Effect 0.1150*** 0.0966*** 0.0519***
(0.0231) (0.0154) (0.0100)
Observations 49,923 49,923 49,923
Y mean 1.9291 1.0082 0.80869

Notes: This table reports the estimated coefficients for the sergeant effects in equation 1.8, using arrestee race as the
dependent variable. The baseline controls include officer fixed effects and the full set of controls used in equation 1.1.

Standard errors are clustered at the officer level. ***p < 0.01,"* p < 0.05," p < 0.1.
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Table 1.16: Sergeant Effects and Conviction Rates

Difference in Conviction Ratio Difference in Serious Conviction Ratio Difference in Low-Level Conviction Ratio

(1) 2) ®3)
Low-level Sergeant Effect 0.0056** 0.0097* 0.0189***
(0.0022) (0.0051) (0.0138)
Serious Sergeant Effect 0.0089*** -0.0040 -0.0079***
(0.0019) (0.0039) (0.0230)
Baseline Controls v v v
Observations 49,923 49,923 49,923
Mean ratio 0.2046 0.4282 0.1322

Notes: This table reports the changes in officer conviction rates that results from increasing the low-level and serious
sergeant effects by one standard deviation, which are plotted in Figure 1.5. I calculate the change in conviction rate in
two steps. I first regress the number of total and convicted arrests separately on the standardized low-level and serious
sergeant effects, along with the model controls as in equation 1.8. Then, for each of the two sergeant effects, I add the
regression coefficients for convicted and total arrests to their respective sample means and take the difference between
this ratio and the ratio of the means. For each estimate, I calculate a 95% confidence interval using a bootstrap
with 100 resamples. I do this procedure separately for all arrests (’Overall Conviction Rate), serious arrests ('Serious

Conviction Rate), and low-level arrests ("Low-Level Conviction Rate’). ***p < 0.01,"* p < 0.05," p < 0.1.
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Chapter 2 - ‘Who You Gonna Call?’ 911 Call

Takers and Police Discretion

2.1 Introduction

In 2014, 12-year old Tamir Rice was killed by police officers who believed Rice was reaching for
a gun, an object which was later revealed to be a toy replica of a firearm. Dispatch and 911 call
audio from the event revealed that the dispatched officers were told they were responding to a male
pointing a gun at people. They were not informed that Rice was a child and that the gun was likely
fake, both pieces of information which were communicated by the civilian who called 911 (WKYC,
2015). In 2009, Harvard Professor Henry Louis Gates Jr. was arrested after police were sent to his
house suspecting a potential break-in. A neighbor had called 911 after seeing Gates attempting to
force open his front door which had been jammed shut. Analysis of the audio transcripts from the
911 call revealed that the caller suspected that Gates lived in the house, but the call taker swayed
the caller into agreeing with a breaking-and-entering classification (Gillooly, 2020).

Though differing in the severity of their outcomes, both of these instances highlight the im-
portance of 911 call information in shaping how police respond to requests for law enforcement
services. Police rely on the ability of 911 call takers to interpret both the needs of the caller and
the potential risk of any law enforcement interaction. The information supplied by call takers is
often the only information that police have about a given call before they arrive at a potentially
dangerous scene. As a result, this information may play an outsize role in officer behavior once
they arrive.

In this paper, I present the first empirical evidence that police enforcement decisions are mean-
ingfully swayed by variation in the risk assessment preferences of call takers by estimating the

effect of call taker priority classifications on arrests. In my setting, call takers can choose to give an
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incident priority due to heightened risks to civilians or potential danger to the responding officers.
Priority classifications increase the speed of police response and act as one of the few pieces of
information that officers have before entering a potentially risky scenario. Because a call’s priority
status is correlated with unobserved suspect behaviors that influence the chances of an arrest, I
employ an examiner design identification strategy that leverages quasi-random assignment of call
takers to 911 calls in order to obtain causal estimates of priority upgrading on arrests (Doyle, 2007;
Dobbie et al., 2018; Arnold et al., 2018). I instrument for priority using Call Taker Score, a measure
of the assigned call taker’s innate propensity to upgrade a call to priority status.

I document substantial variation in the preferences of call takers. Replacing a call taker at
the bottom of the Call Taker Score distribution with one at the top leads to a 43 percentage
point increase in the likelihood of a call receiving priority status, an increase of over 100% relative
to the mean priority rate. Call takers who upgrade calls more frequently tend to be relatively
inexperienced, however I show that there is a concentrated right tail of experienced call takers who
consistently upgrade calls at a higher rate than most of their colleagues.

The IV allows me to estimate differences in police behavior that are caused by changes in priority
status driven only by underlying variation in the preferences of the assigned call taker. Using a
call sample that comprises mostly of low-level non-index offenses, I find that priority signals cause
officers to make more arrests at calls which are otherwise similar to non-priority incidents: a
priority signal creates 1 additional arrest per 100 calls, a 37.7% increase on the mean arrest rate.
I show that these results are robust to the inclusion of rich officer and call covariates as well as
sample selection and call transfer propensities which address threats to quasi-random variation
in call taker assignment. I estimate that these results are in part driven by a 40% increase in
misdemeanor arrests. While the results on felony arrests are inconclusive, I interpret these findings
in the context of my analysis sample as evidence that call takers significantly influence enforcement
outcomes for low-level crimes.

I decompose my estimate into two potential mechanisms: an information effect and a response
time effect. Priority acts both as a tool to quickly assign officers to a call (response time effect) and
a signal of the suspect’s behavior given to the responding officers (information effect). I provide
evidence that both the information and response time channels play a role. Response times decrease
by over 37 minutes as a result of priority classification. While I do not find evidence that this reduces

the likelihood that witnesses vacate the premises, I do find suggestive evidence indicating that the
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suspect is less likely to flee the scene. Priority increases the chances that an arrest is made within
15 minutes, a proxy for an on-sight arrest in the spirit of Vidal and Kirchmaier (2018), by 36%.
However, I also find that arrests occurring after longer lag times, from 45 to 60 minutes, increase
at an even larger rate, suggesting that the results are not driven by response times alone.

As supporting evidence for the role of information effects, I show that misdemeanor arrests are
14.9 percentage points less likely to result in conviction when taking place at a priority call, indi-
cating that officers incorporate these signals into their assessments of suspect guilt and are induced
into making lower quality arrests. To further understand how police use this information, I con-
sider two situations where police priors over the civilians they encounter are likely to vary: officers
dealing with suspects who are the same race as themselves and officers gaining experience. I im-
plement a difference-in-difference specification that exploits within-officer variation in the location
and timing of call dispatches in order to estimate how the gap between priority and non-priority
arrests changes as officers age and work in neighborhoods that share a greater resemblance with
themselves.

I find that arrests increase in response to priority signals less when the officer is in a same-race
neighborhood. A 10 percentage point increase in the proportion of a neighborhood that is the same
race as the officer reduces the priority effect by .0015 percentage points, or 5% on the mean. These
effects are driven by Black and white officers, whose priority arrest gaps shrink in Black (white)
neighborhoods more relative to their non-Black (non-white) counterparts. I also show that the
priority effect on arrest falls as officers gain more experience. I estimate that by the time an officer
has been in the force for 22 years, the effect of changing a call’s priority on their arrest decision is
negligible. These findings demonstrate that officers are more willing to incorporate noisy outside
information when they have weaker priors.

Overall, my findings highlight the importance of call takers in shaping the police response
process and the role of police information processing in enforcement decisions. The results suggest
two potential directions for policy to improve the quality of police decision-making. First, given the
large effects that I find on arrests that are generated by priority signals and the substantial variation
in call takers’ willingness to make these decisions, this paper points toward the need for increased
training for call takers that standardizes the intake process so as to reduce the outsize effect of their
classification discretion. Second, my findings that officers incorporate this information differently

depending on their prior information point toward the need for policies that attract officers with
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stronger priors toward the communities that they police. In particular, given the discrepancies
in the use of outside information by neighborhood and officer race, and prior studies showing
that minority civilians are more likely to experience adverse policing outcomes in excess of their
offending likelihood (Goncalves and Mello, 2021; Hoekstra and Sloan, 2022), I provide evidence
that attracting more minority officers can help reduce disparate policing outcomes by improving
the likelihood that responding officers have familiarity with the people that they encounter.

In studying how police use information to make enforcement decisions, this paper relates to a
broad literature on police discretion (Mastrofski, 2004; Nickels, 2007; Weisburst, 2024; Gongalves
and Mello, 2023). Prior papers have uncovered several channels that can explain variation in
police behavior over time, within departments, or throughout an officer’s career: union membership
(Mas, 2006; Cunningham et al., 2021), peers (Holz et al., 2023; Cho et al., 2023), training (Adger
et al., 2022), and innate preferences for punishing guilty civilians (Chalfin and Goncalves, 2023,;
Gongalves and Mello, 2023). My findings are complementary to recent work by (Dube et al.,
2023), who highlight that police are forced to make high-pressure decisions in limited time, which
may lead them to rely on easily available yet potentially misleading sources of information to
make enforcement decisions that can impose excessive costs on the public. By showing that police
decisions anchor on call taker priority signals, I provide evidence on cognitive distortions driven
by a particular information source. This highlights a situation in which the authors’ behaviorally-
informed training program may be effective.

A notable strand of the discretion literature deals with examining how discretion contributes to
racial disparities in policing (e.g. Knowles et al., 2001; Anwar and Fang, 2006; Horrace and Rohlin,
2016; Grogger and Ridgeway, 2006; Fryer, 2019; Goncalves and Mello, 2021). By showing that
police are more likely to rely on outside information in neighborhoods that are a different race than
their own, I highlight information driven by familiarity as a key mechanism through which racial
disparities in policing may arise, similar to Domenech-Arumi (2023). In using 911 call assignment
to show that the effects of information vary according to the race of the neighborhood to which
an officer is dispatched, my findings are similar to Hoekstra and Sloan (2022), who leverage the
as-if random assignment of officers to neighborhoods via the 911 process to show that white officers
scale up their use of force more than minority officers when dispatched to minority neighborhoods.
The evidence suggests that hiring minority officers can produce benefits for minority civilians,

which complements previous literature showing the importance for officer race in determining police
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interactions (Ba et al., 2021b) and police personnel decisions (Rim et al., 2024).

I also contribute to work within criminology and sociology on the role of call takers in the law
enforcement process. Much of this work emphasizes the role of call takers as gatekeepers to the
criminal justice system, as they determine who comes into contact with police officers and thus
are crucial to efforts to divert police resources away from low-level incidents (Lum et al., 2020;
Goodier and Lum, 2022). Recently, Gillooly (2020) emphasized the additional role that call takers
have as risk appraisers. In addition to deciding who gets a police response, call takers also must
evaluate the severity of incidents and set expectations for officers. Gillooly emphasizes that these
expectations may influence how officers perceive civilian actions, a claim which is bolstered by
Taylor (2020), who finds using an experimental design that law enforcement officers are more likely
to unjustifiably use deadly force in a simulation environment when given erroneous information by
the call taker. I further develop this literature by examining how call taker risk appraisal behavior
impacts the discretion of police officers. In my case I consider discretionary actions, arrests, that
are far more common than deadly force.

In a similar vain to this paper, Gillooly (2022) uses plausibly exogenous variation in call taker
assignment to evaluate how risk appraisal affects police perceptions. She finds that exogenous shifts
in priority signals for mental health and domestic violence calls cause officers to believe the call is
high priority. An advantage of her setting is that she has a direct measure of police beliefs. An
advantage of my setting is that I am able to measure police actions along a variety of dimensions.
Both of our papers highlight the importance of call takers in the 911 response process. My work
contributes by using 911 call takers to demonstrate how police use information to make enforcement
decisions and the situations in which this information is most important.

The rest of the paper proceeds as follows. Section 2 discusses the institutional details of the
Dallas Police Department that motivate the empirical strategy; Section 3 introduces the data;
Section 4 proposes the empirical model and discusses its assumptions; Section 5 presents the results;

Section 6 discusses mechanisms; and Section 7 concludes.

2.2 Institutional Background

The setting for my analysis is the Dallas Police Department. When a 911 call is made in Dallas,
it is assigned to an available call taker using an automated assignment system. The system finds a

call taker who is not actively responding to a caller, and notifies them of a call with a beep on their
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headset. There is no pre-screening process to calls, so call takers cannot selectively answer based
on call characteristics. Additionally, call takers are not assigned by the machine according to any
features of the call, such as its location. Any call taker can be assigned to any call made during
their shift if they are available. While many cities in the US have several location-specific 911 call
centers for the same police department, one advantage of my setting is that Dallas PD operates
a centralized telecommunications building that receives all 911 calls made in the city. Thus, all
callers who work the same shift are exposed to the exact same set of calls. Call taker shifts are
determined once or twice a year by a bidding process which prioritizes seniority, a process which
is also commonly used by police officers to assign shifts and patrol beats (Ba et al., 2021a). Call
takers work 5 days a week, and can be assigned to one of three shifts, which roughly corresponds
to morning/mid-afternoon, afternoon/evening, and night.

On rare occasion, calls may be transferred within the call center. The primary reason this
happens is because translation is needed when a caller prefers to speak in a language other than
English. Since Hispanics make up nearly 40% of the Dallas population, most of the time this
language is Spanish. If a bilingual call taker is not available, the call taker can access a 3rd
party translation service. When I spoke with call takers who work for DPD, they told me that
transfers based off of the content of a call are possible, but infrequent and generally discouraged
by the department. These transfers only happen if a call taker loses control of an incident and a
supervisor needs to step in. One call taker I spoke to suggested that transfers of these type happen
once or twice a week, which, given their 911 call volume, would equate to roughly 1 in every 10,000
calls.

Once the call taker answers, their goal is to assess the caller’s situation and determine which of
85 incident classifiers to assign to the call. Each classifier covers a range of closely related incident
types, such as burglaries or shootings, and is attached to a priority number, which I will refer to
as the incident’s queue order so as to avoid confusion. The queue order ranges from 1 to 4 and
is used by dispatchers to assign officers to calls in an order consistent with the severity of the
call. Call takers can make comments, known internally as a ”signal justification”, in order to give
a description of the incident which is consistent with their assigned classifier. Call takers have
substantial discretion in deciding how to classify an incident.

Most of the incident types that call takers can choose from are hard-coded to a queue order.

However, there are 7 classifiers that contain two possible queue orders that call takers can choose
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from: residential, business, and vehicle burglaries; thefts; criminal mischief; missing persons; and
”Other,” a catch-all category for incidents that do not fit into the other classifiers but which usually
amount to trespassing, non-violent public disturbances such as drunkenness, and turning people
in for outstanding warrants. Within these incidents, call takers use their discretion to upgrade a
call’s place in the dispatch queue based on features of the call, including the potential for violence,
presence of armed suspects at the scene, and the number of victims. For the purpose of the empirical
analysis, I say a call is given priority status if the call taker chooses to upgrade its queue order.
These priority upgrades increase the speed with which officers will be sent to the call and also send a
signal to officers that call is potentially severe and/or dangerous. Thus, two near-identical offenses
may receive different police responses because the call taker deemed one a priority incident and the
other a non-priority incident. For incidents that do not fall into one of the 7 listed classifiers, call
takers either have limited discretion to control its queue order or would choose another incident
classification in order to upgrade the call. The empirical strategy of this paper leverages call taker
discretion in sending priority signals within the 7 known incident classifications.

Once call takers assign the call signal, the call sheet is sent to the dispatcher, who uses the
location of the call, the call signal, and the call priority to assign police units to the scene using the
Computer Aided Dispatch (CAD) system. Dispatchers assign calls according to their queue order.
An example of call entries in CAD is given by Figure 2.1. In the picture, the call taker’s incident
classification is given by the column titled ”Nature of Call” and the queue order attached to the
incident is given by the ”Priority” column. An example of priority upgrading by the call taker
is given in rows 4 and 6. In row 4, the call is assigned the code 740 - Other”, which indicates a
non-priority ”Other” call; in row 6, the call is assigned the code ”40/01 - Other”, indicating a call
that is classified as ”Other” with priority. The enhanced priority of the call in row 6 is reflected by
the higher queue ordering in the ”Priority” column, a 2 versus a 3.

Civilian 911 calls are a significant source of police activity. The average patrol officer in my
sample responds to 3 911 calls per day, each of which takes 47.6 minutes to complete on average.
Thus the average patrol officer working an 8 hour shift spends nearly a third of their day responding
to civilian-initiated 911 calls. Among all arrests made by the Dallas Police Department, 41% derive
from a 911 response. Police have limited discretion in choosing which calls they respond to, as
dispatcher assignments over-ride any officer choice (Weisburst, 2024). Officers can view the call

details for all active 911 calls on their in-car computer terminals, however officers do not observe
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which call taker was assigned to each call. Accordingly, police officers may not be fully aware of
underlying variation in call taker behavior that affects call codes, and they lack the information
necessary to adjust for it. Call takers do not have direct contact with officers in the field and officers
are not generally familiar with the call takers.

Call taker discretion may, in part, be formed by the call taker training process. Call taker
training in Dallas is structured similarly to police officer training, with extended coursework followed
by supervised work in the field. Call takers train in the classroom for 6 weeks, which involves, among
other things, learning all of the dispatch codes, how to manage callers who are in-crisis, and how
their job impacts police in the field. Police officers also receive call taker training during their time
at the academy, which allows them to work in the call center on days where the department is
short-staffed. At the end of the coursework, call takers must pass a Texas Commission On Law
Enforcement (TCOLE) exam to receive their public safety telecommunications license. This process
mirrors the police academy, which concludes with officers taking the TCOLE Peace Officer’s license
exam. After receiving their license, call takers begin field training in the Dallas call center. They
are assigned a mentor who they observe responding to calls. Once deemed ready by the mentor,
call takers are allowed to respond to calls under supervision. The mentor is expected to step in if
the trainee loses control of their calls in this period. Because of these potentially frequent transfers,
I do not consider trainees in the empirical analysis. After graduating from trainee to full-time, a

call taker may respond to any call that comes into the call center.

2.3 Data

This paper uses administrative data obtained from the Dallas Police Department and Dallas
District Attorney’s office through public records requests. I combine the universe of civilian calls-
for-service made to the Dallas Police Department from 2015 to 2019 to arrest reports, criminal
charges, use of force reports, police personnel files, and all legal cases disposed in Dallas County
courts.

Calls-for-service data are pulled from CAD and include all incidents which are responded to by
Dallas PD officers that derive from 911 calls, as well as other incidents which are self-initiated or
derive from 311 calls. T use data cleaning methods described by Weisburst (2024) to narrow the
sample down to just those incidents which are most likely to derive from 911 calls. The 911 call

sample includes information about the time and location of the call, the incident classifiers and
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queue orders, the badge numbers of all officers who respond to the incident, and the name of any
call taker who handles the call, including the one who answers and the one to whom the call is
transferred. The 911 data also include call disposition codes, which indicate the status of incident
report documentation that is required to be written by officers before they end their shift. Call
dispositions may take on a variety of values, though the majority of calls receive a classification
of "Report” (indicating that an offense report was written), ”No Police Action” (when the call did
not require police action), or "No Complainant” (when persons making the criminal complaint are
not present when the officer arrived).

I use a call identifier to link a call to arrest and use of force reports. I consider an arrest (use
of force) to have occurred at a call if any arrest (use of force) report is linked to the call. For each
arrest, I use data on charges to determine whether an arrest was made for a felony, misdemeanor,
or n-class! offense. I denote a call as resulting in a felony (misdemeanor) arrest if any of the arrests
made at the call resulted in felony (misdemeanor) charges. The arrest data contain the first and
last name of the arrestee, which allows me to link an arrest to a court case using a fuzzy match
on the defendant’s full name and the date of the offense.? I consider a defendant guilty if they are
found guilty by judge or jury or plead guilty, including the use of a plea bargain. At the level of
the 911 call, T say that an arrest at the call resulted in a guilty finding if any of the arrestees from
the call are found guilty in court.

In addition to adminstrative data sources, I augment the 911 data with block group demo-
graphics using the 2010 Census. The data are merged using the latitude/longitude coordinates
that are automatically coded to each 911 call when it is made. I use these coordinates to assign a
call the demographic characteristics of the block group in which the call originated. The raw 911
call sample contains 2,411,148 911 calls answered by 1,444 unique call takers.

'N-class offenses are generally for pre-existing warrants. These warrants may be issued by Dallas PD or an outside

agency.
2In particular, I merge arrestees to court cases using the first two letters of the first name and the first 3 letters of

the last name. I then keep matches where the first and last names have a Levenshtein distance of 2 or less and the

offense date is within 10 days of the arrest date. I measure Levenshtein distances using the stringdist package in R.
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2.3.1 Sample Selection

I employ a few restrictions to obtain the sample used for empirical analysis from the raw data.
First, I isolate the sample to include only patrol officers and calls derived from full-time call takers.?
These sample restrictions leave 1,907,279 911 calls, answered by 164 call takers.

I further restrict the call sample to the 7 incident classifications that contain variation in priority
levels discussed in Section 2. Because there are a large number of incident types that call takers
can assign to a call, it is generally difficult to pin down the choice set for a call taker when they
answer any call. For example, a call taker may handle calls that end up higher in the call queue, on
average, because they are more likely to classify a loud argument that sounds like somebody banging
against the wall as a Major Disturbance (queue order 2) than a noise complaint (queue order 4),
while another may be more likely to classify the same call as an injured person (queue order 3) than
a noise complaint. Instrumenting for propensity to select each of the distinct incident classifiers
would risk introducing many weak instruments (Bhuller et al., 2020). Moreover, the parameters
in such a model would be difficult to interpret in an average treatment effects framework, since 1
do not have a measure of each call taker’s next-best classification option for each call (Kirkeboen
et al., 2016).

Restricting the sample to these 7 call types leaves 598,077 911 calls for the baseline analysis

sample. This sample contains all 164 of the full-time call takers.

2.3.2 Summary Statistics

Table 2.1 presents summary statistics for each call in the analysis sample broken out by call
type. These calls make up roughly 1/3 of all 911 calls. The ”Other” category is the second most
frequent call code within the full 911 data, accounting for 20% of all 911 calls. It is also by far the
most frequent incident type in the analysis sample, accounting for over half of calls. Calls result
in arrest 2.9% of the time and 38% are upgraded to priority status. Nearly half of ”Other” calls

are given priority status and 4.1% of these calls result in arrest - both higher than the other call

3In practice, this means I eliminate calls that receive responses from officers who do not have patrol assignments
in order to narrow the sample to only patrol officers. In order to identify full-time call takers, I use records obtained
from Dallas PD that record the number of full-time call takers at the end of each year. Within each year, I rank call
takers by the number of calls they answered. I use the recorded number of full time call takers as a ranking cutoff

and only keep calls from call takers who are above that cutoff.
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types, which have priority for between 10% and 37% of calls and lead to arrest in less than 1% of
instances.

Nearly half of arrests carry misdemeanor charges and 12% (not listed) are charged with felonies.
Less than a fourth of arrests - 21.6% can be linked to a conviction in Dallas courts, which I use as
a proxy for the quality of an arrest. Table 2.7 shows that nearly a third of all in-sample arrests
are for prior warrants, which are unlikely to be linked to court data since the offense date and
arrest date may not match and the warrant may be for an outside agency. As 2.7 demonstrates,
a substantial proportion of the arrests are made for non-index crimes such as disorderly conduct,
drug offenses, trespassing, and public intoxication, which make up 46% of all arrests. As such,
my analysis provides insight into the mechanics that affect arrest decisions for which there may be
limited public safety benefits (Cho et al., 2023).

Tables 2.9 and 2.10 provide summary statistics for other sample variables and the 164 full-
time call takers. Call takers are less white than patrol officers; only 21% compared to nearly half.
The average call taker answers over 3,500 in-sample 911 calls. Call takers also vary in how often
they assign priority signals, with the lowest priority rate at 21% of calls and the highest at 66%.
Part of this variation is explained by turnover, as not all call takers are in the sample for the full
time-period, with some leaving or being newly hired. The average call taker is in the sample for
2.1 years.* On average, only 3% of calls are transferred in my sample, which is consistent with
the relatively low transfer rate that was described by the call taker that I spoke to. There are
no significant outliers, as the maximum transfer rate is only 5%. For my analysis, I consider the
assigned call taker to be the one who originally answered the call.

Arrest rates vary substantially between priority and non-priority calls, as evidenced by Figure
2.2. Only 1.28% of non-priority calls lead to arrest compared to 5.42% of priority calls. This is true
across all of the call types in the sample. This reflects differences in both the underlying features
of the alleged crime and the resulting police response. The quality of arrests at priority calls is a
mixed bag. On average, convictions are 9 percentage points less likely to happen for arrests made
at priority calls. Figure 2.6 demonstrates that this negative gap is primarily driven by Other and

Missing Persons calls, which are the only two incident types for which conviction rate drops under

4While I am unable to observe total employment duration for all call takers, I can, with high confidence, distinguish
the call takers who are newly full-time within the sample period, which accounts for 45% of the call takers observed
in the data. This is consistent with internal DPD communications that indicated net losses in call taker positions

over this time period.
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priority arrests.

Ultimately, the descriptive evidence suggests that the outcomes of priority calls differ from
those that don’t receive priority status. However, it is not possible to disentangle the causal
effects of priority signals from selection of disparate criminal incidents without plausibly exogenous

assignment in an incident’s priority.

2.4 Empirical Design

My empirical strategy exploits the quasi-random assignment of call takers in order to estimate
the causal effect of priority designations on enforcement decisions. I employ the following baseline

linear specification:

Arrest, = By + B Priority. + BoX¢ + €. (2.1)

Officers decide to arrest at a call ¢ based on the priority signal, Priority. € {0,1}, and observed
features of the call, X, which includes the police division, and proportion of the call block group
that is minority (i.e. Black or Hispanic) as well as an indicator for whether the call taker is Hispanic
and month by year and day of week by hour fixed effects. I also include fixed effects for each incident
type in X, which controls for variation in average arrest rates across crimes and controls for the
differences in the queue order of priority calls that arise between call types. ® The error term, e,
contains determinants of arrest which are observed by the responding officers but not by researcher,
such as the behavior of the suspect. The priority of a call will be positively correlated with €., since
the call taker uses suspect behavior in order to make priority classifications. OLS estimates of (51
will thus overstate the causal effect of priority on an officer’s arrest decision.

I implement an examiner design strategy that uses call takers’ innate propensities to upgrade a
call, which I call the Call Taker Score, as an instrument for an individual call’s priority. I calculate
Call Taker Score using a standard leave-out mean procedure in order to avoid the mechanical
correlation that arises from using observation ¢ to calculate its own instrument value. For a call ¢,

I calculate the residualized priority rate P} using an OLS estimate of « in the equation below:

5For example, Other calls with priority are given queue order 2 versus queue order 3 for their non-priority version.

Thefts with priority are given queue order 3 instead of 4.
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P = Priority. — oX¥ (2.2)

= ch + € (23)

where X¥ is a vector of day of week-by-hour, month-by-year, and Hispanic call taker fixed
effects. I include these controls in order to separate out variation in priority setting that arises
from nonrandom features of call taker assignment. Because call takers work different shifts and
are active during different calendar periods in the sample, differences in priority setting may arise
between call takers who work during periods with different crime rates. For example, a call taker
could choose a schedule that excludes weekends or they could have chosen to retire once serious
crime rates in the city escalated, each of which would reduce the call taker’s observed priority rate
in ways that are correlated with unobserved call characteristics. I also include an indicator for
whether the call taker is Hispanic in order to control for the likelihood that a call taker needs to
access the third party translation service, since this is unobserved in the data and could bias the
Call Taker Score if calls involving Spanish-speaking callers have different unobservables than other
calls.

After calculating P, I construct Call Taker Score, Z.;, using a leave-out mean:

.
1 - * *
zj:<w_l><§:&f—ga, (2.4)
k=0

where n; is the number of calls answered by call taker j. The distribution of Call Taker Score

is plotted in Figure 2.3. Even after residualizing for nonrandom features, there is still substantial
variation in call taker behavior. Going from the least to the most alarmist call taker entails a 43
percentage point increase in the likelihood of a priority signal. Figures 2.7 and 2.8 show variation in
Call Taker Score broken down by race and experience. Call takers that are more likely to upgrade
calls tend to be less white and less experienced, however the experience distribution has a thick
right tail of experienced call takers who upgrade calls at a higher rate than most others.

Under three assumptions, IV estimation of equation 2.1 using Call Taker Score as an instru-
ment identifies a Local Average Treatment Effect (LATE). In particular, the LATE identified is a
variance-weighted average of the effects of being given priority status just because the call received
a call taker with a slightly higher propensity to give a priority designation (Imbens and Angrist,

1994).
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The first assumption is that Call Taker Score shifts the likelihood of a priority signal. I estimate

the first-stage relationship using the following specification:

Priority. = v1Z¢; + v2Xc + U;. (2.5)

Figure 2.3 plots the first stage relationship using a nonparametric local linear estimator. The
OLS estimates of the first stage are presented in column 1 of Table 2.12. The OLS estimate of v,
is 0.9602. The first stage F statistic is 4,808.5, which is well past the rule of thumb threshold. This
suggests that the relevance assumption holds.

The second assumption is that Call Taker Score is correlated with a call’s arrest outcome only
through the priority level assigned to it, conditional on the shift and call taker ethnicity controls.
Because call takers are assigned to calls via an automated process and have limited opportunity for
transferring calls between one another, it is unlikely that the characteristics of the call taker are
systematically correlated with the unobserved details of the call. As a partial test of this exogeneity
assumption, I regress Call Taker Score on call observables. In order to include officer characteristics,

I use a regression of the following form:

CallTakerScore;. = V' Xie + €ic, (2.6)

where Xj. adds officer characteristics such as gender, race, and years of experience to Xe.
I weight the regression by the inverse number of responding officers so that the estimates are
interpreted at the call level.

I report the estimates for equation 2.6, along with results from a benchmark regression that
uses the endogenous variable as the outcome, in Table 2.2. The F-statistic of joint significance of
the covariates is 2.0422 for Call Taker Score compared to 311.97 for Priority. While the F-test
in column 2 rejects the null hypothesis that all coefficients in the Call Taker Score specification
are jointly zero, the estimated coefficients are relatively small, especially when compared to the
benchmark regression as is shown in Figure 2.9. Only 3 of the coefficients exceed 1% of a standard
deviation, with the coefficient on Criminal Mischief being equal to 6.7% of a standard deviation.
Additionally, these variables explain little of the variation in the instrument; the incremental R?
for the relevant controls is 0.0008, ten times smaller than in the benchmark regression. I interpret
these findings as evidence in support of the exclusion restriction.

It is still possible for the exclusion restriction to be violated if call takers have a direct effect
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on arrests. Since officers do not observe the call taker who answered their call and call takers do
not directly communicate with the officer, this is unlikely to be the case. However, one may be
concerned that the call taker notes that justify their choice of call signal could have a direct effect
on officer behavior. To address these concerns, column 2 of Table 2.12 provides the baseline results
using the reduced form regression of Call Taker Score directly on arrests. This regression estimates
the effect of receiving a call taker who is more likely to upgrade a call - including the effects they
have through other channels that are not the priority signal - on arrest behavior. The estimates in
this case are statistically indistinguishable from the IV estimates.

One may be worried about the possibility for exclusion restriction violations created by transfers
between call takers. While the phenomenon is rare, using calls that the call taker received via
transfers to estimate the Call Taker Score would mean that the sample of calls used to construct
the instrument for each call taker would be selected based on unobserved call features. Because 1
assign each call to the call taker who initially answered the phone, this problem will not arise, since
Call Taker Score is calculated only using the calls to which a call taker is assigned in a plausibly
random manner. The Call Taker Score thus reflects the net effect of a call taker’s preferences
to upgrade calls and the propensity for their calls to be upgraded when they are transferred to
someone else. In order to demonstrate the limited impact of transfers on my estimates, I provide
robustness results in Section 5 that control explicitly for transfers and show that the estimates for
(1 are nearly identical to the baseline.

The third assumption is that the effect of Call Taker Score on priority setting is monotonic across
calls. That is, there can be no calls for which a call taker with a low score would assign priority
but a high score call taker would not. I perform a partial test of the monotonicity assumption
by calculating the first stage relationship between Call Taker Score and priority within subgroups
of the analysis sample. In Table 2.13, I show that these first stage relationships are positive and
statistically significant across all subsamples of the data.

The causal effect that I estimate provides insight into the importance of information in de-
termining police enforcement actions. Given that the sample contains an overwhelming number
of non-index offenses, the causal effect answers a question with meaningful policy implications:
how much do low-level arrest decisions depend on the risk-assessment capabilities of upstream ac-
tors? How important is information that is external to an officer’s investigation process in their

enforcement choices?
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2.5 Results

Table 2.3 presents the baseline IV and OLS regression estimation results for Equation (2.1). The
estimated coefficient on Priority using two-stage least squares with the Call Taker Score instrument
is 1.08 additional arrests per 100 calls, a 37.7% increase on the mean arrest rate. I am able to rule
out any positive effect smaller than 9% on the mean. Using OLS, the estimate for 3y is 0.0333,
over 3 times larger than the IV estimate. The size of the OLS estimate relative to that obtained
using IV is consistent with positive correlation between the error and Priority. I interpret the fact
that the IV is significantly smaller than the OLS but still provides a positive estimate as indirect
support for the validity of the instrument. Despite the reduction of the effect size when using IV,
the estimate of the effect of Priority is economically large. The effect implies that officers are more
likely to make an arrest at a call solely due to the priority designation assigned to it. Marginal
decisions by call takers have large downstream effects on enforcement outcomes.

I implement several checks on the robustness of these estimates, which are summarized in Table
2.18. First, I consider whether the estimates are driven by endogenous selection of call takers
into the incident types used in the sample. If some call takers are more likely to select in-sample
incidents types, such as if call takers who were less skilled at defining call types overwhelmingly
classified calls as Other, then this would induce a violation of the exclusion restriction. Replicating
the balance regression from column 2 of Table 2.2 using the full sample, I find evidence that call
takers with a high score are less likely to select in-sample call types. In column 1 of Table 2.18, 1
add the call taker’s in-sample propensity as a control variable, which I construct using the full call

data as the leave-out mean in-sample incident rate, Z2., to the baseline regression (Herbst, 2023).

cj?

In column 2 of Table 2.18, I include the call taker’s transfer propensity as a control, again
constructed as the leave-out mean transfer rate. In column 3 of 2.18, I estimate the regression
using officer-call level data and incorporate officer covariates, as in equation 2.6.° In column 4,
I estimate a within-officer version of column 3 that controls for officer fixed effects in order to
control for the effect of individual officer arrest preferences on arrest decisions (Weisburst, 2024).

Column 5 includes officer fixed effects, non-fixed officer covariates, and the in-sample and transfer

propensities. All specifications without officer fixed effects produce estimates which are arbitrarily

51 present results from a secondary test of the robustness of my results to call transfers in Table 2.14. I reconstruct
the instrument using an indicator for whether the call was transferred as an additional control variable in XE. The
estimate of (31 is similar to the baseline.
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close to the baseline. The estimates that include officer fixed effects are slightly smaller, at 0.009
and 0.0087, respectively, but neither can be distinguished from the baseline estimates even under
a liberal 50% confidence threshold.

Subsetting the data by call type, I show in Table 2.26 that these results are entirely driven by
the Other call category, with the remaining categories producing noisy negative point estimates
and significantly weaker first stage correlations. Since Other makes up the majority of my sample
and has a similar distribution of arrested offenses to the full sample (see Table 2.8), this does
not significantly change how I interpret the estimates. Because the non-Other call types typically
carry less discretion over whether an arrest should occur, it is sensible that the effects would be
concentrated in situations where the criminality of an individual’s actions is more ambiguous.

I also consider how priority signals change different types of arrest by constructing dummy
variables for misdemeanor and felony arrests and using those as outcomes in my baseline specifi-
cation. I report the results from these regressions in Table 2.16. I estimate a positive, statistically
significant effect on misdemeanor arrests of over 40% on the mean and a positive but imprecise
effect on felony arrests of 45% on the mean. Since felony arrests occur in only .3% of the sample, 1
interpret these results as suggestive evidence that priority signals increase both low-level and more
serious arrests, but with effects concentrated in misdemeanors.

I also consider a secondary outcome of interest: use of force. In Table 2.17, I compare IV and
OLS estimates of the baseline specification using an indicator for whether force occurred at the
call as the outcome. While the OLS estimate is positive and economically large, the IV estimate
is negative and suggests a 41% reduction on the force rate at priority calls relative to the mean.
Priority may have a negative effect on use of force by preventing the escalation of incidents via
quicker response times (DeAngelo et al., 2023). However, the IV is imprecise and a 95% confidence
interval cannot rule out positive effects on use of force of less than 172% on the mean, so I do not

interpret these results as evidence of force effects in either direction.

2.6 Mechanisms

The results thus far demonstrate that enforcement decisions at low-level crimes are sensitive to
idiosyncratic choices made by 911 operators. To what extent can this be attributed to behavioral
responses from police officers? To answer this question, I differentiate between two functions that

a priority signal serves in the law enforcement process. It is, first and foremost, a direct means
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of increasing the speed of the law enforcement response. While criminologists have argued that
response speeds have limited impact on solving crimes (Sherman, 2013), recent quasi-experimental
evidence suggests that quicker arrival times enhance the incapacitation effects of police (Vidal and
Kirchmaier, 2018; Mastrobuoni, 2019). At the same time, priority signals also serve as information
supplied to officers who enter interactions that are laden with uncertainty. Thus, I consider the
estimated effects to be a composite of response time effects and information effects.

In cases where an officer’s job is to assess whether a crime has taken place, such as when
an intoxicated person is causing a public disruption, the information effect of a priority signal
shapes their judgment. I consider the information channel as the main mechanism that generates a
behavioral response. On the other hand, the response time effect is produced by changes in officer

capabilities to make arrests rather than their assessments of suspect guilt.

2.6.1 Information Effects

To test for evidence of information effects, I first examine the effect of priority on the quality
of arrests, as proxied by court convictions. I do this by restricting the sample to arrests which
were given either felony or misdemeanor charges and using the baseline empirical specification to
analyze the impact of priority on whether the arrestee was found guilty in court. I present the
results from this regression, separately for felony and misdemeanor arrests, in Table 2.19. The
smaller sample size leads to a significantly weaker instrument (Kleibergen-Paap F stats of 118 and
57 for misdemeanor and felony arrests, respectively), though the first stage correlation between
Call Taker Score and Priority is similar (see 2.20). For both felony and misdemeanor arrests, I find
negative point estimates which suggest that arrests made at priority calls are less likely to result
in convictions, however the estimate is only statistically significant for misdemeanor arrests. The
estimated effect on convictions for misdemeanors is -14.9 percentage points, a reduction of nearly
50% on the mean conviction rate.

I interpret these results as evidence that behavioral responses can in part explain my baseline
estimates. The information effect of call priority changes the likelihood that an officer places on a
civilian having committed a crime. In a Bayesian framework, one can think of priority as a signal
that increases officers’ posterior probability of guilt. For a marginally upgraded call, this means
that officers are more likely to view the suspect as guilty despite them exhibiting similar behavior

to a suspect whose call was not upgraded because they received a different call taker, which would

111



reduce the quality of these arrests.

The sensitivity of officer assessments to priority signals depends on the strength of their priors
over suspect guilt. In situations where we expect officers to have stronger priors, priority would
have less of an information effect on their arrest decisions. I consider two prominent cases in which
we might expect there to be variation in officer priors: officers dealing with suspects who are the
same race as themselves and officers gaining experience. In the former situation, we expect officers
to have tighter priors when dealing with involved parties who are the same race as the officer, since
they share a socio-cultural background that allows officers to more easily interpret whether suspect
behaviors are aggressive or better communicate with witnesses. When officers gain tenure in the
force, they have more experience to draw from to form their prior, thus limiting outsize influence
of any single piece of information.

I first consider calls where officers are dispatched to neighborhoods that are the same race as
themselves, using data at the officer-call level as in equation 2.6. In the spirit of Hoekstra and

Sloan (2022), I estimate the following difference-in-difference style regression:

Arrestic = o + aq(ProportionSameRace;.) + aa Priority.
+ag(Priority * ProportionSameRace);. (2.7)
+Of ficer; + as X. + e,

where ProportionSameRace;. is the proportion of civilians who are the same race as officer 7 in
the Census Block Group of the call. By including officer fixed effects, O f ficer;, I net out the average
arrest rate for each officer in the data and exploit within-officer variation in the racial composition
of the neighborhoods to which they are dispatched. I instrument for Priority. and (Priority *
ProportionSameRace);. using CallTakerScore. and (CallTakerScore x ProportionSameRace);c,
respectively. The parameter of interest is aig, which captures the effect of an officer seeing a priority
indicator in a same-race neighborhood on their decision to make an arrest. Intuitively, as measures
how the difference between priority and non-priority arrest rate changes as a neighborhood begins
to look more like an officer.

Figure 2.4 captures this intuition by plotting officer arrest rates - demeaned by the officer-level
average - against ProportionSameRace separately for the top and bottom quartile of Call Taker
Score. For neighborhoods that contain the smallest proportion of residents that are the same race

as the officer, the gap between arrest rates for likely priority and likely non-priority calls is the
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largest. When the officer is dispatched to a neighborhood that has more residents who share the
officer’s race, this gap shrinks.

In column 1 of Table 2.4, I present results for IV estimation of equation 2.7. I estimate an a3 of
-0.0149 which is statistically significant at the 5% level. The estimate implies that a 10 percentage
point increase in the proportion of a neighborhood that is the same race as an officer reduces the
impact of a priority signal on arrests by .0015 percentage points. Given the estimated effect of
priority in a neighborhood that has no citizens that are the same race as the officer, provided by
the estimate of ao, my estimate suggests that priority information has no positive effect on an
officer’s arrest decision when dispatched to a neighborhood that consists of at least 95% citizens
who share the officer’s race.

I further examine which officers are driving this phenomenon using a triple-differences specifi-

cation. For an officer of generic "Race”, these regressions take the following form:

Arresti. = ag + a1 (Proportion“Race” ;) + as Priority. + O f ficer;
+asOtherInteractions;. + as(Priority * “Race” O f ficer x Proportion“Race”);c

+a5Xc + €ic,
(2.8)

where OtherInteractions;. includes the lower order interaction terms Priority.x“Race” O f ficer;,
Priority.x Proportion“Race” ., “Race” O f ficer; x Proportion“Race” .. The coefficient a4 describes
how the priority arrest gap changes as a neighborhood becomes more "Race” for "Race” officers
relative to non-"Race” officers. I consider how this effect differs for white, Black, and Hispanic
officers (i.e. "Race” = white/Black/Hispanic). Figure 2.10 provides descriptive evidence of the
heterogeneity in officer responses to priority information in same race neighborhoods by officer
race. The figures suggests that white and Black officers both become relatively less responsive to
priority signals when in same-race neighborhoods, whereas there appears to be very little change
in the behavior of Hispanic officers.

The estimates of the triple-differences specification in columns 2-4 of Table 2.4 confirm these
observations. In column 2, the point estimate of -0.0400 implies that sending a white officer to a
neighborhood that is 10 percentage points more white results in a 0.4 percentage point reduction
in the priority arrest gap relative to non-white officers. This represents a 13% reduction on the

mean arrest rate of 0.02861. For Black officers, the estimated effect is even larger at -0.0512. As
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such, increasing the black share of a neighborhood by 10 percentage points is associated with a 0.5
percentage point reduction in the priority arrest gap for Black relative to non-Black officers, a 17%
reduction relative to the mean. These estimates are significant at the 5% and 10% level, respectively.
For Hispanic officers, the estimated coefficient for the triple interaction term is 0.0162, implying
that Hispanic officers increase their arrests more in response to priority signals when dispatched to
Hispanic areas, however the estimate is imprecise and I am unable to rule out negative effects of less
than 5% on the mean for a 10 percentage point increase in the Hispanic share of a neighborhood.
These results provide evidence that priority signals are less useful information for officers when
working in neighborhoods in which we would expect them to have greater cultural familiarity.

Next, I consider the effect of priority by officer experience. I do so by replacing ProportionSameRace;.
in equation 2.7 with years of experience. In Table 2.5, I present results from this estimation. The
estimate for the interaction term coefficient is -0.0007 and is statistically significant at the 5% level.
Thus, each year of experience reduces the effect of a priority signal by .07 percentage points. Given
the estimated average effect of priority on arrests of .0154 percentage points in this specification,
these estimates imply that an officer with 22 years of tenure is not swayed by priority signals. This
is despite the fact that experience seems to have no independent effect on arrests in this setting,
which is highly selected compared to other settings where authors have estimated the effect of
experience on enforcement behavior (e.g. Ba et al., 2021a).

Taken together, these results provide evidence of the information effect of priority as well as
evidence of the importance of information in police arrest decisions. I show that officer enforcement
is sensitive to their prior information. When officers have weaker priors, information external to
their own assessment of the civilian’s behavior can play an outsize role in determining whether they

use their arrest powers.

2.6.2 Response Time Effects

Marginally upgraded calls receive much faster police responses. In Table 2.6, I report results
from IV regressions that substitute arrest in the baseline specification for response time, time to

dispatch, and time taken to drive to the incident.” Calls with priority signals receive officers 37

"Due to inconsistencies in the reporting of officer arrival times, I perform these regressions on a truncated sample
which includes only calls for which arrival times are recorded. In Table 2.23, I demonstrate that this sample produces
equivalent results for the baseline regression specification. The likelihood of arrest in the truncated sample is .02537,

similar to that in the analysis sample.
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minutes quicker than similar calls without these signals. This represents a 66% reduction on the
average response time of 56 minutes. This happens entirely because dispatchers take 37 minutes
less to select officers for a call; there is no effect on the amount of time it takes officers to travel to
the call.

To the extent that response times increase the likelihood that police are able to apprehend a
suspect, the significant reductions that result from a call being upgraded to priority status likely
increase arrests. Even though the calls in my sample are predominantly low-level incidents where
arrests may not be necessary, long waits may lead to natural dissipation of the incident that leads
suspects or witnesses to leave the scene. Relatedly, Vidal and Kirchmaier (2018) provide evidence
on a few of the mechanisms through which quicker response times increase the likelihood that police
are able to solve a crime. These include increasing the chances that a cooperative witness is present
to name a suspect and enhancing the possibility that police are able to arrest the suspect at the
scene before they have fled. I examine each of these mechanisms in order to assess the importance
of the response time effect.

First, I estimate the baseline specification using indicators for call dispositions of ?No Com-

7 and ”No Police Action” as outcome variables in the baseline IV specification. The ”"No

plainan
Complainant” disposition serves as a proxy for the presence of witnesses. Officers would only use
this disposition in the case that they arrive to a call and they cannot locate the person who wants
to make a criminal complaint. The ”No Police Action” disposition is more broad and applies to
cases when the officer identifies the complainant but determines that police action is not required
in the situation. This may happen because the officer determines that the complainant’s issue is
not a crime, but also because the suspect has left the scene and the complainant no longer wishes
to make a crime report.

Table 2.25 reports the result of these regressions. There is insufficient evidence to suggest
that marginal priority calls are less likely to be marked as having no complainant present, as the
coefficient on priority is imprecisely estimated as a 4% reduction on the mean. However, I estimate
a statistically significant reduction of 9.6 percentage points (24% on the mean) in the likelihood
that the responding officers report that the call did not require police action. I cannot determine
how much this can be attributed to suspects being at the scene when officers arrive versus officers’

assessments being different, so this test provides inconclusive results.

As a secondary test of the role of response times, I use the timestamp within the arrest report
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to estimate the effect of priority on the speed of arrest. Specifically, I use arrests made within 15
minutes as a proxy for arrests made ”"on-sight,” as in Vidal and Kirchmaier (2018), since these
arrests are likely to be driven by presence of the suspect at the scene. In Table 2.22, I report
regression results where I use an indicator for whether arrests occurred within a certain amount
of time after officer arrival as the outcome. I find that there is a relatively large increase in
arrests within 15 minutes of arrival. I estimate that priority signals increase the likelihood of
these immediate arrests by .4 percentage points, a 36% increase on the average. While I estimate
imprecise positive effects on arrests within 15 to 30 minutes and 30 to 45 minutes, I estimate
a precise increase in arrests made 45 to 60 minutes after arrival by .2 percentage points. This
magnitude is especially stark given that the probability that arrests are made in this time frame
is 10 times smaller than the probability that arrests are made within 15 minutes. I interpret these
results as suggestive evidence that priority signals both improve officers’ ability to catch some
suspects before they flee and also sway officers’ decisions at calls in which making an arrest is a

more time-intensive process.

2.7 Conclusion

This paper provides novel quasi-experimental evidence on the role of call takers in shaping
police discretion and the importance of information processing for police decision making. I show
that 911 information external to the police officer’s experience at an incident shapes how police
determine the appropriate law enforcement action. Despite the importance of this information, it is
not provided uniformly or objectively; it can differ substantially depending on the risk preferences
of the call taker who supplies it. Given the potential economic and social harms of arrests - even
those for which charges are eventually dropped - and the lack of conclusive evidence supporting low-
level arrests as an effective public safety tool, my findings highlight an inefficiency in the provision
of public safety.

One simple and potentially cost-effective tool for reducing the negative effects of call taker
discretion is to provide police officers with the identity of the call taker who made the assignment
choices. In many large police agencies, call takers and dispatchers are separate roles (Transform911,
2022). While I am unable to say whether other agencies provide call taker identities to officers via
CAD, it seems unlikely given that most direct communication with the call center happens with

dispatchers. Providing officers with call taker identities would provide them information that they
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could use to adjust for the quality of call taker classifications once they are exposed to enough calls
from each handler.

My findings also highlight the importance of police information processing capabilities in de-
termining their choices. I show that police are less likely to rely on outside information when
responding to calls in which they have stronger priors over suspect behavior. These results shed
additional light on the mechanisms through which minority officers differ in their treatment of
minority civilians. Since officers can better distinguish useful information in situations where they
have a similar socio-cultural background to the people they encounter, they are less likely to rely
on easily available information which may be generated in inaccurate or biased ways. This also
highlights the importance of training programs that can improve police officers’ abilities to process

information without cognitive biases.
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2.8 Tables

Incident ...

24-0807559

24-0803076

24-0808706

24-0808487

24-0808659

24-0808643

24-0807597

24-0808693

24-0808666

24-0808705

Division

North Central

South Central

North Central

North Central

Central

Northeast

Southwest

Southeast

South Central

Southeast

and Figures

Nature of Call

11R - Burg of Res

16 - Injured Person

6X - Major Dist (Violence)

40 - Other

DAEF-Dist Armed Encounter

40/01 - Other

40/01 - Other

7X - Major Accident

6X - Major Dist (Violence)

7X - Major Accident

Figure 2.1: Example Call Data

Priority

Date_...

Date

05/07/2024

05/07/2024

05/07/2024

05/07/2024

05/07/2024

05/07/2024

05/07/2024

05/07/2024

05/07/2024

05/07/2024

16:08:20

16:19:23

16:21:53

16:22:02

16:22:46

16:26:51

16:28:11

16:28:47

16:29:49

16:31:39

Unit Num

EXP04

F745

C692

C693

L342

C232

C437

C326

CIT7

C314

Block

2500

2900

14200

5400

900

10200

2200

1400

Location

Players Ct

MORGAN DR

Dallas Pkwy

Preston Oaks Rd

Pacific Ave

N Central Serv Nb / Wa

Ironwood Ln

S BUCKNER BLVD

Five Mile Dr

DOLPHIN RD / CULVER

Notes: This figure depicts CAD data as it would be seen by dispatchers and officers. The data were pulled from the

Dallas Police Department’s “Active Incidents” on May 7, 2024.
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Beat

611

755

631

631

133

211

436

324

727

314



Figure 2.2: Arrest Rate by Priority

0.06 -
Incident
- . Burglary Business
§ 0041 Burglary Motor Vehicle
E) Burglary Residence
- Criminal Mischief
§ Missing Person
< 0.02- Other
Theft
0.00-

1 1
Non-Priority Priority

Notes: This figure depicts arrest rate for the 7 incident types included in the analysis sample, separated by Priority

classification.
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Figure 2.3: Call Taker Score Variation
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Notes: This figure reports first-stage effects and the distribution of Call Taker Score, which is the leave-out mean
Priority rate calculated using data from other calls answered by the call taker following the procedure described in
Section 4. The solid black line, plotted against the right axis, indicates predicted means from a local linear regression
of Priority signal on Call Taker Score. The histogram, plotted against the left axis, provides the distribution of Call

Taker Score measures across all 911 calls in the analysis sample.
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Figure 2.4: Arrest Rates by Neighborhood Racial Composition
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Notes: The y-axis measures the likelihood of an arrest relative to an officer’s average arrest rate in the sample. The
x-axis is the proportion of the Census Block Group that is the same race as the officer. Observations are grouped so
that each point includes an equal number of calls. The fitted lines are linear fits across each of the plotted call taker

score quartiles.
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Figure 2.5: Arrest Rates by Experience
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Notes: The y-axis measures the likelihood of an arrest relative to an officer’s average arrest rate in the sample. The
x-axis is the officer’s years of experience in the Dallas Police Department. Observations are grouped so that each
point includes an equal number of calls. The fitted lines are linear fits across each of the plotted call taker score

quartiles.
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Table 2.1: Call Type Summary Statistics

Incident Type Total Calls Prop. of All Calls Priority Rate Pr(Arrest) Misdemeanor Charges|Arrest Conviction Rate
Burglary Business 12570 0.007 0.107 0.009 0.193 0.496
Burglary Motor Vehicle 56403 0.030 0.105 0.003 0.544 0.526
Burglary Residence 38412 0.020 0.170 0.007 0.271 0.456
Criminal Mischief 35143 0.018 0.185 0.003 0.390 0.264
Missing Person 21247 0.011 0.368 0.006 0.044 0.043
Other 392006 0.206 0.482 0.041 0.476 0.205
Theft 42296 0.022 0.276 0.008 0.413 0.371
Analysis Sample 598077 0.314 0.383 0.029 0.467 0.216

Notes: This table presents summary statistics for the analysis sample, separated by call type. The column Prop. of

All Calls measures the proportion of all 911 calls dispatched in Dallas that comprise of the listed call type.
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Table 2.2: Covariate Balance

Dependent Variables: Priority Call Taker Score
Model: (1) (2)
Variables
Years of Experience -0.0006™** 0.0000"
(0.0001) (0.0000)
Burglary Motor Vehicle -0.0092 -0.0002
(0.0060) (0.0011)
Burglary Residence 0.0567"** 0.0005
(0.0064) (0.0011)
Criminal Mischief 0.0722*** -0.0055*"*
(0.0150) (0.0017)
Missing Person 0.2417*** 0.0005
(0.0165) (0.0018)
Other 0.3561*** 0.0022
(0.0097) (0.0015)
Theft 0.1617*** -0.0003
(0.0098) (0.0016)
Male Officer 0.0000 0.0001
(0.0012) (0.0002)
Black Officer -0.0457*"* -0.0008**
(0.0029) (0.0004)
Hispanic Officer -0.0086*"* -0.0005
(0.0027) (0.0005)
White Officer 0.0059** 0.0001
(0.0025) (0.0004)
Division - North Central —-0.0128"** 0.0010"
(0.0033) (0.0006)
Division - Northeast 0.0013 0.0004
(0.0028) (0.0004)
Division - Northwest -0.0060™* 0.0000
(0.0028) (0.0005)
Division - South Central  0.0530"** 0.0008
(0.0034) (0.0006)
Division - Southeast 0.0301*** 0.0011"*
(0.0031) (0.0005)
Division - Southwest 0.0321*** 0.0012"*
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(0.0029) (0.0005)
Minority Percentage -0.0739*** -0.0009
(0.0038) (0.0010)

Fized-effects

Hispanic Call-Taker Yes Yes
Day of Week-by-Hour Yes Yes
Month-by-Year Yes Yes

Fit statistics

Observations 1,170,045 1,170,045
Incremental R? 0.08511 0.00082
F Stat 311.97 2.0422

Clustered (Call Taker) standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table reports results from a test for covariate balance. The sample used is at the call-by-officer level.
Regressions are weighted by the inverse of the number of responding officers. Column 1 uses the endogenous Priority
variable as the outcome and Column 2 uses the Call Taker Score as the outcome. Incremental R? reports the R?

added to the regression for just the variables with reported estimates.
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Table 2.3: Baseline Arrest Results

Dependent Variable: Arrest

Model: v OLS

Variables

Priority 0.0108**  0.0333***
(0.0042)  (0.0009)

Minority Percentage -0.0003 0.0013

(0.0010)  (0.0009)

Fized-effects

Hispanic Call-Taker Yes Yes
Incident Yes Yes
Day of Week-by-Hour Yes Yes
Month-by-Year Yes Yes
Division Yes Yes

Fit statistics

Observations 598,077 598,077
R? 0.01882  0.02269
Dependent variable mean 0.02861  0.02861

Kleibergen-Paap F-Stat, Priority = 4,808.5

Clustered (Call Taker) standard-errors in parentheses
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table contains results for the main arrest specification at the call level. In Column 1, Call Taker Score,

constructed as described in Section 4, is used as an instrument for Priority.
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Table 2.4: TV Results by Race

Dependent Variable: Arrest
Model: Diff-in-Diff ~ Triple-Diff  Triple-Diff  Triple-Diff
"Race” = White Black Hispanic
(1) (2) ®3) (4)
Variables
Priority 0.0140"** 0.0055 0.0056 0.0081
(0.0048) (0.0061) (0.0059) (0.0059)
Proportion Same Race 0.0051"
(0.0029)
Priority * Proportion Same Race -0.0149™*
(0.0073)
Priority * Proportion ”Race” * ?Race” Officer -0.0400***  -0.0512*** 0.0162
(0.0153) (0.0165) (0.0155)
Priority * Proportion” Race” 0.0201 0.0117 0.0003
(0.0138) (0.0142) (0.0108)
Priority * "Race” Officer 0.0079 0.0193** -0.0035
(0.0057) (0.0078) (0.0077)
Proportion ”Race” * ?Race” Officer 0.0138"* 0.0169"* -0.0056
(0.0061) (0.0065) (0.0059)
Proportion ”Race” -0.0059 -0.0054 0.0001

(0.0051)  (0.0059)  (0.0042)

Fit statistics

Observations 1,170,045 1,170,045 1,170,045 1,170,045
R? 0.02671 0.02662 0.02654 0.02687
Dependent variable mean 0.02861 0.02861 0.02861 0.02861

Clustered (Call Taker) standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: The table reports results for regressions using the specifications in equations 2.7 and 2.8. Column 1 reports the
difference-in-difference specification from equation 2.7. Proportion Same Race is given by the proportion of civilians
who are the same race as the focal officer in the block group in which the call was made. In columns 2-4, I report
results from estimations of equation 2.8. The race of the officer and block group measured by ”Race” is denoted in
the row immediately above the column numberings. All interaction terms that use Priority are instrumented using
the interaction of Call Taker Score and the other terms in the interaction. All models include Hispanic Call-Taker,

Incident, Division, Day of Week-by-Hour, Month-by-Year, and officer fixed effects.
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Table 2.5: IV Results by Experience

Dependent Variable: Arrest
Model: (1)
Variables
Priority 0.0154***
(0.0055)
Years of Experience 0.0002
(0.0005)
Priority * Years of Experience -0.0007**
(0.0003)
Minority Percentage -0.0008
(0.0010)

Fized-effects

Hispanic Call-Taker Yes
Incident Yes
Division Yes
Day of Week-by-Hour Yes
Month-by-Year Yes
Officer Yes

Fit statistics

Observations 1,170,045
R? 0.02702
Dependent variable mean 0.02861

Clustered (Call Taker) standard-errors in parentheses
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table reports results for a specification similar to equation 2.7 that uses Years of Experience as the
interaction term instead of Proportion Same Race. Priority * Years of Experience is instrumented using Call Taker

Score * Priority.
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Table 2.6: Response Time

Dependent Variables: Response Time Dispatch Time Driving Time

Model: (1) (2) (3)

Variables

Priority -37.147* -37.20%** 0.0607
(2.398) (2.382) (0.1936)

Minority Percentage 4.4517** 5.589*** -1.138***
(0.5197) (0.5246) (0.0633)

Fized-effects

Hispanic Call-Taker Yes Yes Yes
Incident Yes Yes Yes
Day of Week-by-Hour Yes Yes Yes
Month-by-Year Yes Yes Yes
Division Yes Yes Yes

Fit statistics

Observations 522,588 522,588 522,588
R? 0.21339 0.21285 0.03025
Dependent variable mean 56.221 46.808 9.4131
Kleibergen-Paap F-Stat, Priority 4,502.7 4,502.7 4,502.7

Clustered (Call Taker) standard-errors in parentheses
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table contains results for regressions of the same form as in Table 2.3, but replacing the dependent
variable of arrest with Response Time in column 1, Dispatch Time in column 2, and Drive Time in column 3. The
coefficients on Priority are estimated using the Call Taker Score IV. All times are measured in minutes. Response
Time measures the difference between the time of the call and the time of the arrival of the first officer. Dispatch
Time measures the difference between the time of the call and the time of the first officer being assigned. Drive Time

measures the difference between the time of the first officer being assigned and the time they arrive at the call.
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Figure 2.6: Arrest Conviction Rates by Priority
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Notes: This conviction rate for arrests made at calls that are classified under each of the 7 incident types included

in the analysis sample, separated by Priority classification of the call.

130



Figure 2.7: Call Taker Demographics
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Notes: This figure depicts the racial/ethnicity demographics of call takers by quintile Call Taker Score. Each colored
section within a bar represents the percent of call takers within that quintile of Call Taker Score who are of the
race/ethnicity identified by the color of the section. Race/ethnicites are identified using the Rethnicity package in R,
which uses the full name of the call taker to predict their race/ethnicity, using a machine learning algorithm that is

trained with Florida voter registration data.
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Figure 2.8: Call Taker Score by Experience
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Notes: A call-taker is classified as Experienced if their first in-sample call is observed in the first month of the sample
and new otherwise; 45% of call takers are considered Experienced under this classification. The average Call Taker

Score is .0104 for Experienced and -.0033 for New. The median is -.0046 for Experienced and .00219 for New.
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Figure 2.9: Balance Table Coefficients
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The red triangles plot estimates using Priority as the dependent variable.
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Figure 2.10: Triple Differences Intuition
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Table 2.7: Top In-Sample Arrest Offenses

Offense Proportion of All Arrests Percent Priority Percent Non-Priority

1 WARRANT 0.30 0.62 0.38
2 DISORDERLY CONDUCT 0.21 0.83 0.17
3 NARCOTICS & DRUGS 0.11 0.67 0.33
4 TRESPASS 0.07 0.25 0.75
5 PUBLIC INTOXCIATION 0.07 0.85 0.15
6 ASSAULT 0.04 0.82 0.18
7 DWI 0.03 0.96 0.04
8 OTHER-MISDEMEANOR 0.02 0.55 0.45
9 THEFT-OTHER 0.02 0.64 0.36
10 FAIL TO ID 0.02 0.60 0.40
11 FORGE/COUNTERFEIT 0.01 0.92 0.08
12 WEAPONS 0.01 0.75 0.25
13 FRAUD 0.01 0.79 0.21
14 RESIST ARREST 0.01 0.65 0.35
15 BURGLARY 0.01 0.62 0.38
16 BURGLARY-VEHICLE 0.01 0.78 0.22
17 EVADING 0.01 0.55 0.45
18 TRAFFIC 0.01 0.81 0.19
19 THEFT-RETAIL 0.01 0.65 0.35
20 AGG ASSAULT 0.01 0.86 0.14

Notes: This table lists the 20 most frequent arrest charges among the 7 types of incidents used for the analysis

sample, as described in Section 3.1, in order of their frequency. The 2nd named column reports the proportion of

all arrests which are accounted for by that charge. The 3rd and 4th named columns report the proportion of those

arrests that are Priority and Non-Priority, respectively.
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Table 2.8: Top Arrest Offenses for ’Other’-Coded Incidents

Offense Proportion of ’Other’ Arrests Percent Priority Percent Non-Priority

1 WARRANT 0.28 0.65 0.35
2 DISORDERLY CONDUCT 0.22 0.84 0.16
3 NARCOTICS & DRUGS 0.11 0.68 0.32
4 TRESPASS 0.08 0.24 0.76
5 PUBLIC INTOXCIATION 0.07 0.85 0.15
6 ASSAULT 0.04 0.83 0.17
7 DWI 0.03 0.97 0.03
8 OTHER-MISDEMEANOR 0.02 0.55 0.45
9 FAIL TO ID 0.02 0.59 0.41
10 FORGE/COUNTERFEIT 0.02 0.93 0.07
11 WEAPONS 0.01 0.79 0.21
12 FRAUD 0.01 0.83 0.17
13 RESIST ARREST 0.01 0.68 0.32
14 THEFT-OTHER 0.01 0.76 0.24
15 AGG ASSAULT 0.01 0.88 0.12
16 EVADING 0.01 0.56 0.44
17 TRAFFIC 0.01 0.82 0.18
18 OTHER 0.01 0.81 0.19
19 UUMV 0.00 0.77 0.23
20 THEFT-RETAIL 0.00 0.67 0.33

Notes: This table replicates Table 2.7 using only the subsample of calls classified as Other.
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Table 2.9: Call Taker Summary Statistics

Variable N Mean Std. Dev. Min Pctl. 25 Pctl. 75 Max
Calls Answered 164 3647 3265 456 1227 4883 14489
Priority Rate 164 0.4 0.095 0.21 0.33 0.47  0.66
Pr(Arrest) 164 0.031 0.0089 0.015 0.025 0.035 0.056
Conviction Rate 164 0.2 0.055 0.061 0.17 0.23  0.38
Days in Sample 164 769 524 152 361 1098 1666
Transfer Rate 164 0.035 0.0057 0.016 0.032 0.039 0.051
Race 164

.. Asian 8 5%

.. Black T AT%

.. Hispanic 45 2%

.. White 34  21%

Notes:

This table presents summary statistics at the level of the call taker.
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Table 2.10: Other Call Summary Statistics

Variable Mean  St. Dev. Min Max
Proportion White 0.258 0.278 0.001  0.987
Proportion Black 0.299 0.284 0.000  0.969
Proportion Hispanic 0.401 0.280 0.004  0.982
White Officer 0.470 0.417 0 1
Black Officer 0.266 0.387 0 1
Hispanic Officer 0.222 0.337 0 1
Years of Experience 10.011 7.770 0 47

NotesThis table depicts summary statistics at the 911 call level, using variables not included in Table 2.1
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Table 2.11: Call Taker Score Variation by Call Taker Demographics

Group

Average Call Taker Score

White

Black

Hispanic

Asian

Experienced

New

-0.0260
(0.0156)
0.00902
(0.00956)
0.00597
(0.0104)
0.0506
(0.0166)
0.0104
(0.00901)
-0.00330
(0.00897)

Notes: Race is determined using full names and the rethnicity package in R. A call-taker is classified as Experienced

if their first in-sample call is observed in the first month of the sample and new otherwise; 45% of call takers are

considered Experienced under this classification. Standard errors are provided in parentheses.
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Table 2.12: First Stage and Reduced Form

Model First Stage Reduced Form

Dependent Variables: Priority Arrest

(1) (2)

Variables
Call Taker Score 0.9602*** 0.0104**
(0.0138) (0.0040)
Minority Percentage -0.0740*** -0.0011
(0.0038) (0.0009)
Fized-effects
Hispanic Call-Taker Yes Yes
Incident Yes Yes
Day of Week-by-Hour Yes Yes
Month-by-Year Yes Yes
Division Yes Yes
Fit statistics
Observations 598,077 598,077
R? 0.12282 0.01424
Dependent variable mean 0.38258 0.02861

Kleibergen-Paap F-Stat, Priority 4,808.5

Clustered (Call Taker) standard-errors in parentheses
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table contains first stage and reduced form estimates for the baseline specification.
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Table 2.13: First Stage by Subsamples

Subsample First Stage Estimate Standard Error
Incident - Other 1.23 0.03
Incident - Burglary Residence 0.43 0.09
Incident - Burglary Motor Vehicle 0.32 0.06
Incident - Theft 0.53 0.10
Incident - Criminal Mischief 0.54 0.15
Incident - Missing Person 0.30 0.10
Incident - Burglary Business 0.36 0.07
Division - Central 0.97 0.03
Division - North Central 0.90 0.04
Division - South Central 0.98 0.03
Division - Northwest 0.93 0.02
Division - Northeast 0.97 0.02
Division - Southeast 1.00 0.03
Division - Southwest 0.95 0.03
>50% Minority 0.97 0.01
<50% Minority 0.92 0.02
Overnight Shift 0.94 0.03
Day Shift 0.91 0.03
Evening Shift 0.90 0.03

Clustered (Call Taker) standard-errors in Column 3
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table presents estimates and standard errors of the first stage coefficient of the baseline regression

estimated within different subsamples of the data.
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Table 2.14: Using Transfer IV

Dependent Variable: Arrest

Model: (1)

Variables

Priority 0.0108**
(0.0042)

Minority Percentage -0.0003
(0.0010)

Call Transfer 0.0062***
(0.0014)

Fized-effects

Hispanic Call-Taker Yes
Incident Yes
Day of Week-by-Hour Yes
Month-by-Year Yes
Division Yes

Fit statistics

Observations 598,077
R? 0.01887
Dependent variable mean 0.02861
Kleibergen-Paap F-Stat, Priority 4,854.5

Clustered (Call Taker) standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table presents the baseline results using a reconstructed version of the IV that controls for whether a

call transfer occurred on that call.
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Table 2.15: Balance Test: Full Call Sample

Dependent Variable: Call Taker Score
Model: (1)
Years of Experience 0.0000*
(0.0000)
Burglary Motor Vehicle 0.0001
(0.0012)
Burglary Residence 0.0011
(0.0011)
Criminal Mischief -0.0050"**
(0.0016)
Missing Person 0.0012
(0.0018)
Other 0.0027*
(0.0015)
Out of Sample 0.0019*
(0.0011)
Theft 0.0002
(0.0016)
Male Officer 0.0001
(0.0001)
Black Officer -0.0002
(0.0003)
Hispanic Officer -0.0001
(0.0004)
White Officer 0.0004
(0.0003)
Division - North Central -0.0002
(0.0003)
Division - Northeast -0.0002
(0.0003)
Division - Northwest 0.0000
(0.0004)
Division - South Central -0.0001
(0.0004)
Division - Southeast 0.0000
(0.0003)
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Division - Southwest 0.0000

(0.0003)
Minority Percentage -0.0001

(0.0009)
Fixed Effects Yes
Fit statistics
Observations 4,191,851
R? 0.01335
F Stat 2.2052

Clustered (Call Taker) standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1
Notes: This table reports results from a balance test that uses the full sample of 911 calls, including call types not

in the analysis sample. Call Taker Score is assigned to non-sample calls as average Call Taker Score across all of the

call taker’s calls. The variable Out of Sample is an indicator for whether the call is not an in-sample incident type.
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Table 2.16: Arrest Type

Dependent Variables: Misdemeanor Arrest Felony Arrest

Model: (1) (2)

Variables

Priority 0.0055* 0.0016
(0.0029) (0.0010)

Minority Percentage -0.0011 0.0011***
(0.0007) (0.0003)

Fized-effects

Hispanic Call-Taker Yes Yes
Incident Yes Yes
Day of Week-by-Hour Yes Yes
Month-by-Year Yes Yes
Division Yes Yes

Fit statistics

Observations 598,077 598,077
R? 0.01243 0.00214
Dependent variable mean 0.01336 0.00353
Kleibergen-Paap F-Stat, Priority 4,808.5 4,808.5

Clustered (Call Taker) standard-errors in parentheses
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table presents results for the baseline specification using misdemeanor and felony arrests as outcomes.
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Table 2.17: Use of Force

Dependent Variable: Use of Force
Model: (1) (2)
Variables

Priority -0.0004 0.0009***

(0.0006) (8.88 x 107?)
Minority Percentage -0.0001  —2.12 x 107°
(0.0002) (0.0002)

Fized-effects

Hispanic Call-Taker Yes Yes
Incident Yes Yes
Day of Week-by-Hour Yes Yes
Month-by-Year Yes Yes
Division Yes Yes

Fit statistics

Observations 598,077 598,077
R? 0.00060 0.00100
Dependent variable mean 0.00087 0.00087

Kleibergen-Paap F-Stat, Priority = 4,808.5

Clustered (Call Taker) standard-errors in parentheses
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table presents results from the baseline specification, using a dummy for use of force as the outcome
variable. Use of force equals one if any use of force report was generated that can be linked to the call. Call Taker

Score is used as the IV for Priority in Column 1.
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Table 2.18: IV Robustness

Dependent Variable: Arrest
Model: Sample Selection Transfer Propensity Officer Covariates Within-Officer Full
Variables
Priority 0.0108** 0.0106** 0.0104** 0.0090** 0.0087**
(0.0042) (0.0042) (0.0042) (0.0042) (0.0043)
Minority Percentage -0.0003 -0.0004 -0.0005 -0.0008 -0.0008
(0.0010) (0.0010) (0.0010) (0.0010) (0.0010)
In-Sample Propensity -0.0020 -0.0018
(0.0127) (0.0125)
Transfer Propensity -0.0587 -0.0734
(0.0817) (0.0796)
Years of Experience -0.0004*** —2.08 x 107  —2.01 x 107°
(1.96 x 107°) (0.0005) (0.0005)

Fized-effects

Hispanic Call-Taker Yes Yes Yes Yes Yes
Incident Yes Yes Yes Yes Yes
Day of Week-by-Hour Yes Yes Yes Yes Yes
Month-by-Year Yes Yes Yes Yes Yes
Division Yes Yes Yes Yes Yes
Officer Gender Yes

Officer Race Yes

Officer Yes Yes

Fit statistics

Observations 598,077 598,077 1,170,045 1,170,045 1,170,045
R? 0.01882 0.01874 0.01940 0.02686 0.02675
Dependent variable mean 0.02861 0.02861 0.02861 0.02861 0.02861

Clustered (Call Taker) standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table contains estimates for 3 in Equation (2.1) using Call Taker Score as an IV for Priority. Column 1 includes the propensity for call-
takers to select in-sample call types, calculated as a leave-out mean, as a control. Column 2 includes the propensity for call takers to transfer calls,
calculated as a leave-out mean within the analysis sample, as a control. Column 3 uses runs the baseline regression on the call-by-officer dataset,
including officer controls and weighting each observation by the inverse number of responding officers, so that the estimates can be interpreted at

the call-level. Column 4 adds officer fixed effects to Column 3. Column 5 adds the sample selection and transfer propensity controls to Column 4.
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Table 2.19: Conviction Results

Dependent Variable: Conviction

Model: Misdemeanor Arrest Felony Arrest

Variables

Priority -0.1490** -0.1638
(0.0727) (0.1376)

Minority Percentage 0.0866*** 0.0911*
(0.0233) (0.0512)

Fized-effects

Hispanic Call-Taker Yes Yes
Incident Yes Yes
Day of Week-by-Hour Yes Yes
Month-by-Year Yes Yes
Division Yes Yes

Fit statistics

Observations 7,938 2,107

R? 0.11596 0.14236
Dependent variable mean 0.30665 0.69722
Kleibergen-Paap F-Stat, Priority 118.18 57.120

Clustered (Call Taker) standard-errors in parentheses
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table presents results for an IV regression that uses the baseline specification with conviction as the
outcome. In column 1, I only use the sample of misdemeanor arrests and in column 2 I only use the sample of felony

arrests.
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Table 2.20: Arrest Subsample First Stage

Dependent Variable: Priority

Model: (1)

Variables

Call Taker Score 0.8163***
(0.0650)

Minority Percentage -0.0831***
(0.0197)

Fized-effects

Hispanic Call-Taker Yes
Incident Yes
Day of Week-by-Hour Yes
Month-by-Year Yes
Division Yes

Fit statistics

Observations 9,309
R? 0.10349
Dependent variable mean 0.71995

Clustered (Call Taker) standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table conducts the baseline first stage estimation using the subsample of calls which result in either a

misdemeanor or felony arrest.
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Table 2.21: Immediate versus Delayed Arrests

Dependent Variables: Immediate Arrest Delayed Arrest

Model: (1) (2)

Variables

Priority 0.0041* 0.0048*
(0.0023) (0.0028)

Minority Percentage -0.0005 —6.31 x 107°
(0.0007) (0.0007)

Fized-effects

Hispanic Call-Taker Yes Yes
Incident Yes Yes
Day of Week-by-Hour Yes Yes
Month-by-Year Yes Yes
Division Yes Yes

Fit statistics

Observations 522,588 522,588
R? 0.00975 0.00830
Dependent variable mean 0.01160 0.01364
Kleibergen-Paap F-Stat, Priority 4,502.7 4,502.7

Clustered (Call Taker) standard-errors in parentheses
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: Immediate arrest refers to an arrest made within 15 minutes of the first officer’s arrival. Delayed arrest refers

to an arrest made after 15 minutes following the first officer’s arrival.
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Table 2.22: Effect of Priority on Arrest Timing

Arrest
Time to Arrest: 15 Minutes or Less 15 to 30 Minutes 30 to 45 Minutes 45 to 60 Minutes Over an Hour
Variables
Priority 0.0041* 0.0023 0.0009 0.0024*** -0.0008
(0.0023) (0.0016) (0.0011) (0.0008) (0.0011)
Minority Percentage -0.0005 0.0007 —9.11 x 107 —9.73 x 1076 -0.0006*
(0.0007) (0.0005) (0.0003) (0.0002) (0.0003)
Fized-effects
Hispanic Call-Taker Yes Yes Yes Yes Yes
Incident Yes Yes Yes Yes Yes
Day of Week-by-Hour Yes Yes Yes Yes Yes
Month-by-Year Yes Yes Yes Yes Yes
Division Yes Yes Yes Yes Yes
Fit statistics
Observations 522,588 522,588 522,588 522,588 522,588
R? 0.00975 0.00520 0.00246 0.00170 0.00052
Dependent variable mean 0.01160 0.00617 0.00293 0.00146 0.00309
Kleibergen-Paap F-Stat, Priority 4,502.7 4,502.7 4,502.7 4,502.7 4,502.7

Clustered (Call Taker) standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table depicts results for regressions with the same right-hand side as those used to estimate Table 2.3,
but replacing the dependent variable with an indicator for whether an arrest was made in the time frame listed at

the top of each column. The Call Taker Score measure is used as an instrument for priority.
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Table 2.23: TV Results: Timestamp sample

Dependent Variable: Arrest

Model: (1)

Variables

Priority 0.0091**
(0.0040)

Minority Percentage -0.0005
(0.0010)

Fized-effects

Hispanic Call-Taker Yes
Incident Yes
Day of Week-by-Hour Yes
Month-by-Year Yes
Division Yes

Fit statistics

Observations 522,588
R? 0.01749
Dependent variable mean 0.02537
Kleibergen-Paap F-Stat, Priority 4,502.7

Clustered (Call Taker) standard-errors in parentheses
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table contains IV results for the baseline estimation of Equation (2.1) on the subample of the data for
which assignment and arrival timestamps are available. The table demonstrates that the sample is similar to the

analysis sample.
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Table 2.24: Number of Officers Dispatched

Dependent Variable: Dispatched Officers

Model: (1)

Variables

Priority 0.4845***
(0.0310)

Minority Percentage 0.0671***
(0.0056)

Fized-effects

Hispanic Call-Taker Yes
Incident Yes
Day of Week-by-Hour Yes
Month-by-Year Yes
Division Yes

Fit statistics

Observations 597,889
R? 0.14773
Dependent variable mean 1.9613
Kleibergen-Paap F-Stat, Priority 4,821.4

Clustered (Call Taker) standard-errors in parentheses
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table contains IV results for the baseline estimation of Equation (2.1) using the number of dispatched

officers as a dependent variable. Call Taker Score is used as an instrument for Priority.
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Table 2.25: Effects on Unit Dispositions

Dependent Variables: No Complainant No Police Action Required

Model: (1) (2)

Variables

Priority -0.0048 -0.0961***
(0.0107) (0.0130)

Minority Percentage 0.0084*** -0.0107***
(0.0020) (0.0027)

Fized-effects

Hispanic Call-Taker Yes Yes
Incident Yes Yes
Day of Week-by-Hour Yes Yes
Month-by-Year Yes Yes
Division Yes Yes

Fit statistics

Observations 597,888 597,888
R? 0.01369 0.14809
Dependent variable mean 0.10586 0.40339
Kleibergen-Paap F-Stat, Priority 4,821.7 4,821.7

Clustered (Call Taker) standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1
Notes: This table reports IV regression results equivalent to those in Table 2.3 but with disposition outcomes as
the dependent variables. In Column 1, the outcome is a dummy for whether the reporting unit indicated that the

complainant was not present upon arrival. In Column 2, the outcome is a dummy for whether the reporting unit

determined that no police action was required.
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Table 2.26: Effects by crime type

Dependent Variable:
Call Type:

Arrest

Property Crime Missing Person Criminal Mischief =~ Other

Variables

Priority -0.0109 -0.0041 -0.0026 0.0149***
(0.0083) (0.0310) (0.0094) (0.0047)

Fit statistics

Observations 137,111 21,247 35,143 392,006

Dependent variable mean 0.00565 0.00645 0.00299 0.04078

Kleibergen-Paap F-Stat, Priority 42.887 9.1601 12.120 1,554.1

Clustered (Call Taker) standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table displays results for the baseline specification, estimated by call type. Property crimes include

burglaries and thefts. Property crime regressions include controls for the specific call code, such as business burglary

or theft.
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Chapter 3 - The Effects of 911 Response Size

3.1 Introduction

Responding to 911 calls is a crucial function of police agencies. The ability of law enforcement
to respond quickly and effectively to a call for service is key to shaping public safety and main-
taining civilian trust. At the same time, budgetary and manpower constraints mean that police
departments often need to make difficult decisions about how best to allocate their enforcement
capabilities between proactive patrol and reactive 911 response. How should departments evaluate
this trade-off?

This paper helps answer this question by establishing causal evidence of the incapacitation
benefits of larger manpower allocations to 911 calls within the Dallas Police Department (DPD).
Disentangling causality from correlation is difficult in this setting, because 911 calls that are more
severe in ways unobserved to the researcher will be allocated more responding officers. To overcome
this selection bias, I introduce a novel instrument, the DC Ratio, which represents the proportion of
cars within a patrol shift that are double-crewed. Crucially, double-crewing in Dallas is determined
by resource constraints: as cars break down and become unavailable for use, more patrol units will
be forced to double-crew.

As such, I assume that conditional on the location and time of a call, the DC Ratio among cars
that can potentially be assigned to the call is as-good-as-randomly assigned. Under this assumption,
there are marginal calls that are assigned more officers than they normally would, purely because
there happen to be more cars available with an additional officer riding in them. I provide several
pieces of evidence in support of this assumption, including that conditional variation in the DC
Ratio is not predictive of crime fluctuations, suggesting that short-run fluctuations are driven by
forces outside of the DPD’s control.

Using the DC Ratio as an instrument for the number of responding officers at a call, I find
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that larger responses generate more arrests. For marginal calls, each additional officer increases
the likelihood of an arrest by 0.88 percentage points, an effect size equivalent to 24% relative to
the average 911 arrest rate. While the welfare implications of more arrests are unclear ex-ante, I
show that these effects are not driven disproportionately by increases in arrests for minor offenses.
Adding an officer leads to a 53% higher likelihood of felony arrest and 30% higher likelihood of
misdemeanor arrest, relative to the mean, and I find suggestive evidence that the arrest effects hold
in proportion across both violent and non-violent crimes.

Why does adding more officers to a call improve their incapacitation capabilities? I present
two pieces of evidence that suggest doing so makes responding officers more productive when
apprehending suspects. First, I show that dispatching more officers plausibly reduces the safety
costs of responding to call for service. In the instances where police experience resistance from
civilians, officers are less likely to be hospitalized for injuries when there are additional officers
present. Consistent with these lower costs, I also find that the presence of more officers greatly
increases the likelihood that force is used, even outside of the context of making an arrest. While
it is not clear from the data whether these marginal force incidents are justified, these findings
highlight that police are more willing to engage with suspects when fellow officers are present.
Second, I find suggestive evidence that officers respond to calls more efficiently. I estimate that
each additional officer reduces the time that it takes to clear the incident by about 11 minutes.
While the estimate is imprecise, the effect size is roughly 15% of the mean, suggesting potentially
large efficiency gains relative to a smaller response.

My findings contribute to a large literature on patrol, deployment strategy, and resource con-
straints within police agencies. A sizable portion of this literature focuses on the importance of
quick response times (e.g. Sherman, 2013; Vidal and Kirchmaier, 2018). However, recent evidence
suggests that rapid response may come at the cost of patrol-based deterrence (Weisburd, 2021).
My findings add to our understanding of the tradeoffs of such patrol strategies, by showing that
pulling officers away from patrol has important call-specific benefits, especially when those officers
will add to the call’s existing response size.

More directly, I contribute to work on the impacts of patrol crew size (see Wilson and Brewer
(1992), for a review). Beginning as early as Day (1956), the evidence emerging from this literature
has been decidedly mixed. For example, Blake (2001) found, in a UK setting, that double-crewed

vehicles were no more effective at catching burglars than single-crewed cars, while Kaplan (1979)

157



indicated that single-crewing was a generally more cost-efficient practice. On the other hand,
Houdmont et al. (2019) showed that single-crewed units were more likely to receive threats and
to be physically assaulted while on duty. More recently, Simpson and Grossman (2024), in an
investigation of patrol data from the Oakland Police Department, find few statistical differences
between double- and single-crewed units as far as response times, calls handled, and call output.
However, the authors include a notable caveat: double-crewed units tend to respond to more severe
calls than single-crewed units. Such findings motivate the present project, as, to my knowledge,
there has been no prior work in this topic that has provided credible causal estimates of the effects
of double-crewed vehicles.

While my findings cannot speak directly to double versus single-crewing, they are highly sug-
gestive that double-crewed cars are more effective at responding to 911 calls. Since my primary
source of identifying variation for response size effects comes via changes in the proportion of ve-
hicles that are double-crewed, my effects are driven by dispatching more double-crewed cars to
incidents. Insofar as I find that doing so increases the effectiveness of the response, my results add
vital evidence to this ongoing policy debate within police agencies.

The rest of the paper proceeds as follows. Section 2, I describe the institutional details of the
Dallas Police Department; Section 3 explains the data; Section 4 lays out the empirical strategy;

Section 5 discusses results; and Section 6 concludes.

3.2 Institutional Background

The Dallas Police Department (DPD) is one of the largest police agencies in the U.S., overseeing
over a million residents from diverse racial and ethnic backgrounds and over 300 square miles of
land area. DPD employs over 3,000 sworn officers, many of whom are assigned to patrol duties.
As such, studying the department allows for the possibility of findings which are externally valid
to other large agencies in the U.S.

DPD is divided into 7 patrol divisions, each with their own police division and set of officers,
who are assigned to one of 3 watches, corresponding to overnights, daytime, and evening/late
night. Each of these divisions operates as their own miniature city within a city, where division
commanders (Majors) and watch commanders (Lieutenants) have substantial discretion in deciding
patrol strategy during their shift. The decision to double-crew patrol cars lies with a shift’s watch

commander, who decides in each shift how many vehicles to send out given the officers that are
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staffed and the number of vehicles that are available. These decisions determine how many patrol
vehicles within a shift are double-crewed.

Patrol cars are allocated to divisions by Fleet Management once a year depending on the
anticipated staffing levels of that division. The city purchases squad cars infrequently, and in the
past has elected to put more mileage on the vehicles rather than increasing the vehicle stock (Eiserer,
2014). Within shifts that are manned by the same group officers, the number of double-crewed
vehicles may vary substantially day to day because of fluctuations in the availability of a fixed stock
of squad cars. Vehicles are sent to the garage for preventative maintenance once they hit a fixed
mileage threshold, pulled from the fleet to repair damages, and borrowed by off-duty officers.! The
maintenance process is difficult to predict and exhibits significant variance in workmanship quality,
which has led some of the Dallas police officers that I have spoken with to identify this process
as a chokepoint for patrol vehicles. Though each division has its own relief stock of vehicles, it
must be managed so that future shifts are not left without vehicles in the case of an emergency.
As such, with a localized period of time, double-crewing decisions are largely beholden to these
resource constraints. While officers may be moved between divisions and watches to respond to
changes in crime, these movements generally only happen once per year due to the Patrol Bid, in
which officers get to choose their shifts. Outside of this event, patrol capacity at the division and
watch level is largely fixed, with changes in patrol allocation occurring within rather than between
divisions.

Officers working in groups, whether in a double-crewed patrol unit or responding to a call
together, face different circumstances than those who are working alone. Dispatchers are tasked
with assigning officers to 911 calls based on the location and severity of the call. More officers will
be allocated to calls that are deemed more serious, may require crowd control, or which may be
too dangerous for a smaller officer response. Calls are classified into one of 90+ dispatch codes
by 911 call takers, which dispatchers use to determine how many officers to allocate to a call.
However, based on call details outside of the dispatch codes, as well as features of the call area,
prior on-the-ground knowledge of the incident, and availability of officers, dispatchers may assign
more or less officers to a call. In the context of this paper, the availability of nearby officers is
particularly crucial. For example, an urgent but nonviolent call may receive additional officers

because the nearest available vehicle happens to be double-crewed, resulting in a larger response

"More details regarding the factors that affect vehicle availability are given in Appendix D.
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size for reasons that are unrelated with the call itself. It is precisely this mechanism which my

identification strategy will exploit in order to obtain causal estimates.

3.3 Data

This paper uses administrative data from the Dallas Police Department that were obtained
via public records requests. The data cover the time period from June 2014 to July 2019. The
primary unit of observation is a 911 call. I use data on civilian calls for service which are pulled
from the Computer Aided Dispatch (CAD) system. For each call, the data list the date, time,
location, dispatch codes used (i.e. call descriptions), identifiers that can link the call to any reports
generated from the call, and badge numbers and element numbers (which denote assignments) of
all officers sent to respond.

In my analysis, I am primarily concerned with the first-dispatched unit of officers to a call.
This set of officers is responsible for controlling the scene and directing any officers who arrive
later (Weisburst, 2024). From this point on, when I refer to the number of responding officers, I
mean only the number of officers who were in this first-dispatched group. I calculate the number
of first-dispatched officers to a call as the number of officers who share the earliest assignment time
for that call.

I supplement the 911 calls data with arrest data for the near-universe of arrests made by DPD
officers in the sample time period, which I link to 911 calls via their report numbers.? For each call,
I define an arrest as occurring if any arrest was made at that call. I incorporate details of each arrest
by linking the arrests to the charges that were made at the time of arrest. I am able to observe
whether each charge is a felony, misdemeanor, or n-class, the latter of which generally indicates an
outstanding warrant. At the call-level, I classify felony (misdemeanor) arrest as occurring if any of
the arrests made at that call were given a felony (misdemeanor) charge.

I also utilize the universe of DPD use of force records, which are pulled from BlueTeam force
reports that are filed by police officers. Officers are required by the department to report any
physical use of force. For each force incident, the data contain the badge number of the officer
that used force, a case number that can link to the originating call-for-service, each type of force

used and the reason for force being used (i.e. arrest, restraint), and whether the officer or civilian

2Public records disclosure does not permit the release of records that pertain to juveniles, sex crimes, and other
offenses of a sensitive nature.
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received injuries or were transported to the hospital. I collapse uses of force to the call-level and
merge these reports to the calls from which they originated. 1 define force at the call-level as
whether any use of force report was written associated with that call. I define a non-arrest use of
force as occurring if any force at the call was used without “arrest” as the listed reason for force.
For each use of force that I observe, I set civilian (officer) injuries (hospitalizations) to 1 if any

civilian (officer) was injured (hospitalized) as a result of the use of force.

3.3.1 Sample Construction

The CAD data are at the call-by-officer level. Though CAD primarily records civilian calls for
service (i.e. 911 calls), there are special cases where self-initiated officer activity are recorded in the
data; I eliminate these incidents from the sample using techniques described by Weisburst (2024).
In particular, I exclude “mark-outs”, which are CAD indicators for officer-initiated incidents, as well
as calls that have classifications associated with officers working off-duty jobs, bait-car activations,
or assisting an officer in the field. I also exclude low-priority calls which receive instantaneous
response, on the recommendation of DPD members who have told me that these incidents are
likely initiated by the officer and recorded in CAD after the officer has reported their location to
the dispatcher.

I exclude calls which receive responses from units which are not regular patrol units, as indicated
by their element number. Additionally, I exclude any calls that have negative dispatch times; that
is, the officer is marked as having been dispatched before the call was made. These restrictions
result in 2.7 million calls.

I use the availability of double-crewed patrol cars to instrument for the number of officers sent
to a call. To construct this instrument, I need to know what proportion of patrol vehicles within
a division during a shift are double-crewed — the DC' Ratio. 1 do not directly observe individual
patrol vehicles, however I can infer the officer composition of patrol vehicles that are observed
in CAD data based on the element number attached to each officer, which denote their patrol
assignment. Element numbers are defined by a letter, denoting the vehicle’s watch, followed by
the beat that the vehicle is patrolling. Each element number corresponds to only a single vehicle
within a shift. If I observe two officers working the same shift on the same day and assigned the
same element number, then I know that they must be riding in the same vehicle together.

I calculate the DC Ratio of division d during watch w on day ¢ using the full CAD data by
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calculating the proportion of observed vehicles assigned to that division and watch on that day
that are double-crewed. Because I cannot know whether I observe all vehicles working at any given
time, the DC Ratio that I measure is, at best, a proxy of the true proportion of double-crewed
vehicles. As I discuss in Section 4, using this proxy as an instrument will require extra assumptions
to ensure the validity of my empirical design.

However, institutional features of 911 assignment give me reason to believe that this estimate
gives an accurate reflection of the true percentage of vehicles that are deployed with 2 officers.
Because 911 calls are assigned based on the closest available officer, the cars observed in the data
are not likely to be driven by certain officers who endogenously respond to more calls. Because
police have limited capacity to control their entry into the CAD data on any given day, the observed
proportion of vehicles that are double-crewed is unlikely to be systematically biased away from
the true value. In later sections, I show evidence that there is no empirical relationship between
DC Ratiogs: and the number or type of crimes being reported to police, indicating that the measure

is not simply an artifact of the calls that are made on that day.

3.3.2 Summary Statistics

The summary statistics for the analysis sample are contained in Table 3.1. The average incident
in my sample receives 1.788 dispatched officers. I document the distribution of dispatched officers
in 3.1. Over 90% of the incidents receive only 1 or 2 first-dispatched officers. The number of officers
sent to a call is significantly right-skewed. The incident with the most officers initially dispatched
receives 20 officers. However, less than 1% of incidents receive 5 or more dispatched officers.

Nearly 4% of 911 calls end in an arrest being made. Of these arrests, nearly half are for
misdemeanor crimes, while only around 15% are for felonies. The rest are n-class arrests, generally
for a pre-existing warrant. The concentration of arrests within low-level charges reflects the types
of calls that officers tend to be dispatched to. Over 60% of calls are for incidents for which the
dispatch codes do not meet the FBI’s definition of an index crime. These include car accidents,
vandalism, and noise complaints. In my sample, about a fourth of calls are for potentially violent
crimes. This is significantly higher than estimates for other call samples, which is an artifact of
how I classify violent crimes. I include as a violent crime the call type “Major Disturbance,” which
is a broad classification given to loud verbal or physical disturbances which have the potential to

escalate into violent altercations. Without these crime types, only 2% of calls would be classified
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as violent crimes, keeping in line with estimates from prior work.

Among 911 calls, an average of 40% of the vehicles that are observed working during the watch
the call was made in the division where the call was made from are double-crewed. As shown in
Figure 3.2, there is variation across calls in the proportion of double-crewed vehicles even after
accounting for granular shift by time (division x watch x day of week x month x year) fixed effects.
To make the variation clearer, I plot variation in daily average DC Ratio across the duration of
the sample in Figure 3.3. Each day, the average percentage of vehicles that are partnered generally
fluctuates between 30 and 50 percent. There is some cyclicality to the measure, though no clear
patterns. However, one exception is July 2016, where I observe a large spike in the DC Ratio. This
is a result of the July 7, 2016 ambush shooting that targeted Dallas police officers, killing 5 and
wounding 9. The shooting received nationwide press coverage and, in response, police departments
across the country, including in Dallas, reported doubling up their patrol vehicles due to officer
safety concerns (Jackman and Hermann, 2016). I interpret the presence of this pattern as evidence
that the proxy measure of DC Ratio that I use as an instrument is closely related to the true DC

Ratio.

3.4 Empirical Strategy

I am interested in estimating equations of the form:

Y; = BRespondingO f ficers; + 044 + v Xi + €i, (3.1)

where Y; is an outcome of a 911 call, such as whether an arrest occurred. RespondingO f ficers;
measures the number of officers who are dispatched to the call. The variable 4, (;) is a division
(d) by watch (w) by time (t) fixed effect, where time is given by day of week by month by year.
This fixed effect allows for the outcome to shift according to features of the criminal environment
or policing behavior which are specific to officers working at time of day w in police division d on
a given day of the week during each sample month. The vector X; includes call-specific controls,
such as characteristics of the reported crime (given as the aggregated dispatch codes described in
Section 3), an indicator for whether the call is from a frequently occurring address (i.e. over 1000
calls in the data), an indicator for the hour within the shift in which the call occurs, and the time

from call to dispatch (entered as both a linear and quadratic term).
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A standard OLS estimate of § will be contaminated by the correlation between the number of
officers dispatched to an incident and features of the call which are unobserved to the researcher
but known to the dispatcher who assigns officers to the call. For example, if a suspect displays
potentially dangerous behavior, more officers may be dispatched to the call. Because the suspect’s
behavior is more dangerous, it is more likely ex-ante that the suspect will be arrested. Thus, I
expect the OLS estimate of 3 to be biased upwards.

In order to obtain an estimate of the parameter 8 that has a causal interpretation, I instrument
for the number of responding officers dispatched to a call using the division-wide proportion of
observed patrol vehicles that are double-crewed, DC Ratiog,:. In Dallas, the police dispatcher’s
goal is to keep 911 response times below a pre-specified threshold. As such, the dispatcher often
assigns calls to the closest available patrol vehicle in their division, which may contain multiple
officers. Calls may thus receive more officers on days where there are more patrol vehicles that are
deployed with two officers.

My identifying assumption is that, conditional on 64, (;), the DC Ratio is as-good-as-random.
In other words, within a division, watch, day of week, and sample month (i.e. each of the Tuesday
first watches in the Central Division in January 2015), I assume that variation in the DC Ratio is
not correlated with unobserved features of a 911 call. This assumption is motivated by the lack
of control that watch commanders have in controlling their vehicle stock in the short-term, which
drives unexpected shifts in the amount of cars that they can allocate a to a fixed stock of officers.

To obtain causal estimates of 5 using two-stage least squares (2SLS) with DC Ratio as the IV,
I make the standard assumptions of first-stage, monotonicity, and an exclusion restriction (Imbens
and Angrist, 1994). In addition, because the DC Ratio in my context is only a proxy of the true
proportion of double-crewed vehicles, I also require an additional assumption: the measured DC
Ratio must be intensity-preserving for the true DC Ratio (Chalak, 2017). Intuitively, intensity-
preservation requires that, for larger values of the observed DC Ratio, the true proportion of
double-crewed cars is more likely to be larger.> Chalak (2017) shows that 2SLS still recovers a

weighted average of treatment effects when the instrument is mismeasured, but the weights are only

3Formally, intensity-preservation is a stochastic dominance condition. For true, unobserved instrument Z and

observed but mismeasured instrument W, the following condition must hold for any w > w':
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guaranteed to be positive (and thus the estimate must have correct sign) if intensity-preservation
holds. Under these assumptions, 2SLS recovers the average effect of sending one additional officer to
a 911 call, for calls that only receive an additional officer because there happen to be more double-
crewed vehicles working that day. This Local Average Treatment Effect (LATE) is a positively
weighted average of treatment effects for calls induced into additional officers at different levels of
the DC Ratio. I now discuss each of these identifying assumptions in turn.

The first-stage assumption, which is testable, requires that the DC Ratio is correlated with
the number of responding officers, after conditioning on fixed effects. To test this assumption, I

estimate equation 3.2 using OLS.

RespondingOf ficers; = aDCRatio; + Ogsyr) + vi (3.2)

I report the results of this equation in figure 3.4, where I plot the estimated regression line on
top of a binned scatterplot of the DC Ratio and Responding Officers, with each being residualized
by Ogsy(r)- 1 estimate a first-stage correlation of 0.34, and the estimate is highly precise, with an
F-statistic over 2,000, suggesting that the DC Ratio is a strong instrument.

The monotonicity assumption requires that there are no calls for which the number of officers
dispatched decreases when a greater proportion of vehicles are double-crewed. This assumption is
untestable, however the institutional features of DPD strongly support it. Since responding officers
are largely determined by the availability of nearby vehicles, a larger DC Ratio implies that there
are likely to be more double-crewed units in the vicinity, increasing the likelihood that the nearest
available unit has more than one officer.

The intensity-preservation condition, as discussed previously, requires that larger values of the
observed DC Ratio tend to be associated with larger values of the true proportion of double-crewed
vehicles. While this assumption is again untestable, there are reasons to believe it would hold in this
setting. As constructed, the observed DC Ratio is a sample mean estimator of the true population
mean, where the sample is the observed set of cars and the population is the true underlying set
of cars. If one were to assume that the sampling of cars on a given day is independent, then this
sample mean would equal the true proportion of double-crewed vehicles in expectation. Under
certain distributional assumptions — for example, if both the true and observed DC Ratio are

Normal — intensity preservation would hold via Bayes’ Rule. This assumption of independent

4Let W be the observed partner percentage and Z be the true partner percentage. Suppose that W is drawn from
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samples may not hold, however. While dispatchers have final say in allocating officers to calls,
limiting their ability to control whether they appear in CAD data, officers still have some ability to
control their presence in CAD by being more proactive. If the measured DC Ratio were determined
by a specific set of officers endogenously selecting into the data, then intensity-preservation may not
hold, and the exclusion restriction would also be violated, as I describe in the next paragraph. For
now, I maintain the (strong) assumption of intensity-preservation, and move on to discussing the
exclusion restrictions. Tests for the validity of these exclusion restrictions will also, as a result, serve
to test the possibility of endogenous mismeasurement that would violate intensity-preservation.

The exclusion restriction requires that the DC Ratio is correlated to call outcomes solely through
the number of responding officers, and not through any unobserved features of a call, such as its
severity. The assumption that the DC Ratio is as-good-as-random conditional on the fixed effects
directly implies this condition. However, this assumption is not directly testable. To bolster support
for this assumption, I conduct a series of tests that rule out a variety of potential threats to the
conditional exogeneity of the DC Ratio. I now discuss each of these threats in turn.

First, variation in the proportion of vehicles that contain two officers may be driven by endoge-
nous reassignment of officers in order to respond to crime trends. If divisions that experience a
short-term crime spike are allocated more officers, I would tend to observe larger DC Ratios on
days in which crime is worse, resulting in correlation between the DC Ratio and the unobserved
severity of 911 calls. In Section 2, I described the officer reassignment procedure in Dallas and how
it is unlikely to generate variation in the DC ratio within the fixed effect cells. Nonetheless, my DC

Ratio measure inherently captures variation in both the number of officers as well as the number

a Normal distribution centered on the true partner percentage for that day, and Z is itself normally distributed:

W ~ N(Z,0%)
Z ~ N(po,00)

For any w, Bayes Rule implies that

w 1
Zlw~ N — |,
| ( 2 (e ) +>

O'
It follows that, for any w > w’, Fzw(z|w) > Fzjw (z|w') and thus W is intensity preserving for Z.
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of vehicles, meaning that I cannot rule out this possibility without additional testing.

Second, criminals may be deterred more on days with a low percentage of double-crewed cars.
When the same amount of officers are distributed into fewer cars, there will be less overall patrol
vehicle presence. Prior evidence has demonstrated that the presence of patrol cars in a police beat
deters crime (Weisburd, 2021). One possibility is that criminals may strategically choose to commit
crimes on certain days based on observed police presence, thereby inducing a relationship between
the DC Ratio and unobserved features of a 911 call.

Third, vehicle breakdowns may be associated with trends in crime. For example, more crimes
in the previous month will increase vehicle use and may increase the likelihood of a breakdown. In
the event that crimes in the previous month predict the current month’s crimes, this would violate
the exclusion restriction.

Fourth, the DC Ratio may directly affect the nature of the crimes being committed, which
could directly affect officers’ willingness to arrest, which would violate the exclusion restriction.
For example, if burglars were more likely to rob a car on days where officers were partnered up and
burglary is more difficult to clear once it’s been committed, then vehicle composition would have
a direct effect on crimes. I now describe the tests that I use to help mitigate concerns about these

identification threats.

3.4.1 Test 1: Crimes

My first test jointly evaluates the first three threats to identification. Each of these identification
threats imply that there would be more crimes on days where the DC Ratio is higher. For example,
if officers are moved to shifts and divisions where command staff expect there to be more crimes, we
would observe more officers in each vehicle on days with a greater number of crimes. To interrogate
the extent to which this problem is empirically relevant, I create a panel of 911 calls by date,
division, and watch. Because civilians may call 911 for incidents which are not crimes, or more
specifically, crimes which are used in manpower allocation decisions, I also calculate 911 calls for
potential index crimes that occurred on that day.

In Table 3.2, I regress each of these measures of crimes on the DC Ratio measure, controlling for
Ogwt- In Column 1, I find that a greater percentage of cars having 2 officers is associated with less
911 calls (.11 less calls for a 10pp increase in DC Ratio). This point estimate is inconsistent with

the idea that there is greater patrol coverage on days with more one-man patrols, or, at minimum,
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that criminals are responsive to the variation in one-man patrols that I am isolating. Nonetheless,
the point estimate is not statistically significant. In Column 2, I estimate a positive association
between the instrument and the number of index-related 911 calls, however the point estimate is
small relative to the mean and statistically insignificant. I interpret the results in Table 3.2 as

evidence that the first three identification threats are not empirically relevant.

3.4.2 Test 2: Officer reassignments

In order to investigate the first identification threat further, I build a panel of daily shift and
division assignments for every officer, using data on all division, shift, and days-off assignments for
Dallas officers from 2013 until the end of my sample period. I count the number of officers working
in each shift and each division that are scheduled to be working on each day of the sample, and
regress this count against the DC Ratio and 64,:. Note that these assignment data provide only a
prediction of the number of officers working each day, since officers may take sick days or switch
shifts with other officers, though these are generally isolated incidents. I report estimates from this
regression in Table 3.3.

The point estimate is positive and statistically significant, though economically small: a 1
standard deviation increase in DC Ratio (0.156) is associated with only 0.2% more officers relative
to the mean. In addition, over 99% of the variation in scheduled officers is explained by the fixed
effects. The R? on the regression is 0.99785, but the partial R? for DC Ratio is only 0.00464.
Thus, there is very little officer variation at the level of variation in the instrument. Because
the estimated correlation between scheduled officers and DC Ratio is estimated with substantial
precision, I probe the sensitivity of my estimation results to dropping outlier weeks where a large
number of officers are moved between shifts and divisions in robustness checks in Section 5.2. 1
find that the estimates do not change significantly. Taken together with the first test, the evidence
suggests that it is unlikely that variation in the instrument is reflecting the endogenous movement

of officers.

3.4.3 Test 3: Crime Types

All of the potential identification threats imply that the composition of crimes being committed
may change depending on the percentage of vehicles with multiple officers. As an example, in the

case that criminals are deterred by greater police presence, we might expect this to be true more
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for property crimes than for violent crimes, the former of which is often more premeditated. Thus,
we would expect more property crimes on days with a larger DC Ratio. Using my main 911 call

sample, I estimate the following empirical model in order to investigate this possibility:

DCRatio; = mo + stt(i) + X + €,

where X; contains characteristics of the crime being reported, making it the vector of interest.
Specifically, X;j includes the crime type by priority level of a call.

Table 3.4 contains the estimated coefficients for that regression in Column 1, along with those
from a benchmark regression that uses the number of dispatched officers as the dependent variable
in Column 2. Only two of the 18 coefficients in Column 1 can be statistically differentiated from
0. Those coefficients, which are for low level residential burglaries and low level criminal mischief -
two crimes which I would expect are most responsive to visible police presence - imply the opposite
relationship as would be expected if the instrument had a direct effect on criminal behavior. These
property crimes are less likely to happen when there are a greater proportion of 2-officer cars.
Overall, the F-statistic of a test of joint significance for the crime characteristics is 1.50. This is
significantly smaller than the F-statistic for the endogenous variable, which is over 17,000. I take

the evidence from Table 3.4 as further support for the identification strategy.

3.5 Results

3.5.1 Baseline Estimates

In Table 3.5, I present coefficients from OLS and IV models with arrest as the outcome variable.
In Columns 1 and 3 I present OLS and IV estimates using only division x watch x day of week x
month x year fixed effects. The IV coefficient is over 60% smaller than the OLS coefficient, however
it still suggests that more officers working together meaningfully increases the likelihood that an
arrest is made. According to the estimate in column 3, one additional officer dispatched to a 911
call increases the likelihood of an arrest by 0.91 percentage points, a 25% increase on the mean
arrest rate. When including additional call, location, and officer-level controls for both the OLS
and IV estimates in Columns 2 and 4, the estimated coefficients attenuate slightly and become a
bit less precise, however the quantitative magnitude remains similar. The IV estimate in the first

row of Column 4 provides the baseline result of this paper. Adding an officer to a 911 call increases
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the likelihood of arrest by 0.88 percentage points, or a 24% increase on the mean arrest rate.

The effect of additional officers may vary by the type of call that police are dispatched to.
Specifically, it is unclear whether more arrests reflects a greater ability to incapacitate criminals,
or simply a lower threshold for making an arrest at otherwise similar calls. To distinguish these
possibilities, I perform two additional regressions. First, I estimate the main empirical model
separately by call type subset. I break the data out into calls that reflect potential violent crimes,
non-violent crimes, and non-violent index crimes such as burglaries and thefts, and report results
in Table 3.7. While none of the individual point estimate is not statistically significant, there
is suggestive evidence that the effect of sending more officers is larger at crimes which are of a
potentially violent nature. I estimate an increase in the probability of arrest by 3.1 pp when
sending an additional officer to a violent crime, a nearly 50% increase on the mean arrest rate. For
non-violent and non-violent index crimes, the estimated effect is only 23% and 32% of the mean,
respectively. In the case of non-violent calls, the estimated coefficient is statistically significant at
the 10% level.

Second, I estimate the baseline model using both felony and misdemeanor arrests as separate
outcomes, and report the results in Table 3.10. The estimates are relatively imprecise — only
statistically significant at 10% level — however I estimate positive effects for both types of arrests.
Relative to the respective outcome means, the effects are larger for felony arrests, however the 1
cannot reject that the effect sizes are the same relative to the mean. Together, these results and the
results from Table 3.7 indicate that the effects of larger response size are not concentrated on fairly

low-level crimes, suggesting that larger response teams do not simply make officers more aggressive.

3.5.2 Robustness

Because of the extreme positive skew of the responding officers distribution, I evaluate the
dependence of my central estimate on outlier incidents with many officers dispatched. To do so,
I drop the top percentile of incidents from the data. This reduced dataset has a maximum of 4
officers dispatched to a call. The baseline estimates are presented as a robustness check in column
1 of Table 3.9. The estimate does not significantly change, though it loses precision and is only
statistically significant at the 10% level.

Another concern is that, because I am only able to calculate the proportion of cars that are

observed responding to calls for service, the instrument is mechanically correlated with the number
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of responding officers at a call. If this were to explain the strong first stage F-statistic, then the
instrument would violate the exclusion restriction since it is a function of the endogenous variable.
In order to probe this possibility, I recalculate the instrument by excluding the focal 911 call from
the instrument calculation. In practice, this means that if a car only responds to the focal call
during their shift, then that car will not be counted in the instrument. I present the results using
this modified instrument in column 2 of Table 3.9. This estimate, 0.0094, is similar to the baseline
estimate and is statistically significant at the 5% level.

Finally, 1 investigate the sensitivity of the estimates to potentially endogenous movements of
police officers. I may observe variation in the DC Ratio that is driven by changes in officers rather
than shocks to the underlying vehicle stock. This former source of variation would be subject to
endogeneity concerns, since officers are moved according to anticipated crime trends. While I do not
find that the instrument is correlated with crime and that there is very little residual variation in
the number of working officers after accounting for fixed effects, I still observe a strong correlation
between the instrument and the number of working officers. One explanation for this is that there
are several outlier periods in which many officers are being reassigned.

In Column 3 of Table 3.9, I recalculate the baseline estimates, dropping weeks where either a
Patrol Bid or mass promotions took place, resulting in reassignments of over 1,000 officers. The
point estimate remains largely unchanged from the baseline and is still statistically significant,
despite the loss of power from these outlier days. I probe the dependence of my estimates on
mass reassignment days further in Figure 3.5, where I plot the main IV estimates using sample
restrictions that eliminate additional outlier officer reassignment weeks that drive variation in the
instrument. I include the baseline estimate as well as the estimate from Table 3.9. I then exclude
weeks by the number of observed officer reassignments, varying the maximum number of officer
reassignments from 300 to 50. In all cases, the estimate remains similar to the baseline, though

statistical power is lost as the sample becomes smaller.

3.5.3 Mechanisms

Why would larger responses increase incapacitation capabilities of officers? Given the lack
of variation in effects between crime types, one explanation is that larger responses are more
productive. I assess this productivity channel in two ways. First, I examine whether the costs of

enforcement go down for an officer when additional officers are present. Having backup may allow
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officers to more effectively manage a crime scene and interact with witnesses; it may also may make
it safer for the officer to engage with a potential offender. In Table 3.6, I use use of force as an
outcome variable. The OLS result is presented in column 1 and the IV result is presented in column
2. In contrast to arrest, I find that more officers are sent to incidents which have unobservables that
make officers less likely to use force. The OLS estimate is over 50% smaller than the IV estimate.
I estimate that sending an additional officer increases the likelihood that force is used by 0.16pp,
which is a 134% increase on the mean force rate. In column 3, I only count uses of force that did
not occur in the process of making an arrest. I still find a statistically significant and empirically
large increase in use of force when more officers are dispatched to a call.

I find evidence that each use of force incident is less risky when there are more officers present.
In Table 3.8, I regress injury outcomes for officers and civilians against the instrument for each use
of force incident. While the effect on officer injuries and civilian injuries and hospitalizations are
noisy zeroes, I estimate a large, precise negative effect on officer hospitalizations. I interpret this
finding as evidence that using force poses less safety risks when more officers are present.

Given that officers may be more willing to engage with civilians when they are accompanied by
backup, police may be more efficient in their arrest decisions: less likely to wait and call for backup
or better at making quick decisions. In Table 3.11, I use the IV to estimate an empirical model that
uses the amount of time that police are involved with an incident as the outcome variable. I measure
this as the number of minutes from the first officer being dispatched to the last officer “clearing”
from the incident in their dispatch computers. Clearance times are not coded consistently in the
data, and 10% of calls have no clearance time recorded. In order to estimate this model, I drop
calls which do not have clearance times. The results from this regression suggest that incidents are
resolved more quickly when more officers are present, however the results are imprecise. I find that
one additional officer is associated with 11 minutes less time spent responding to the call, a little
more than 15% reduction on the average. The p-value on this effects is 0.157, so I am able to rule
out positive effects of larger than 2 minutes. These results provide additional suggestive evidence

that sending additional officer to respond to 911 calls makes the response more effective.

3.6 Conclusion

This paper has provided novel causal evidence of the effects of increasing 911 response size on

call outcomes. My results suggest that allowing officers to patrol together may make them more
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effective at responding to crimes. However, these results are by no means conclusive. Because I am
only able to estimate the effects of adding an additional officer to a call, rather than the effects of
double-crewing directly, a promising direction for future research would be to establish direct causal
evidence of the benefits of double-crewing, potentially by exploiting changes in departmental policy
that change the proportion of double-crewed units in patrol. More broadly, my results suggest that
increased 911 response efficiency may be another avenue through which greater police manpower
can reduce crime (Evans and Owens, 2007; Chalfin and McCrary, 2018).

Ultimately, even in the presence of substantial benefits to larger response sizes or double-crewing
patrol units, optimal deployment decisions will depend on how departments evaluate these benefits
against the deterrence costs of removing officers from patrol to allocate them to 911 calls. Future
work ought to clarify the relative value of these benefits and costs. While this paper pushes the
literature forward in understanding the causal effects of an important police decision, there is still

work to be done in improving the quality of law enforcement policy.

173



3.7 Tables & Figures

Figure 3.1: Dispatched Officer Distribution
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Notes: This figure depicts the distribution of first-dispatched officers across sample 911 calls. First-dispatched officers

are defined as those who have the assignment time that is closest to the call being received.
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Figure 3.2: IV Distribution
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Notes: This figure depicts the sample distribution of the DC Ratio, residualized by division x shift x day of week x
month x year fixed effects. DC Ratio is calculated as the proportion of observed cars which are double-crewed within

a division on a particular shift.
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Figure 3.3: Daily DC Ratio Variation
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Notes: This figure depicts across-time variation in the DC Ratio, calculated as the proportion of cars within a division
that are double-crewed on a given shift. The figure depicts each unique division x shift x date combination, so that

dates may have multiple observations. The red line denotes July 7, 2016, the date of the ambush killing of 5 Dallas

police officers.
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Figure 3.4: First Stage
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Notes: This figure shows the first-stage relationship between the DC Ratio and the number of first-dispatched

responding officers at a 911 call. Both the DC Ratio and Responding Officers are residualized by division x shift

x day of week x month x year fixed effects. The slope coefficient and first-stage F-stat are given by a regression of

responding officers on the DC Ratio and the fixed effects.
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Table 3.1: Summary Statistics

Statistic N Mean  St. Dev. Min  Pectl(25)  Pctl(75) Max
Arrest 2,747,947  0.037 0.188 0 0 0 1
Felony Arrest 2,747,947 0.006 0.079 0 0 0 1
Misdemeanor Arrest 2,747,947 0.018 0.133 0 0 0 1
Use of Force 2,747,947  0.001 0.036 0 0 0 1
First-Dispatched Officers 2,747,947 1.788 0.685 1 1 2 20
DC Ratio 2,747,947 0407 0.159 0 0.292 0.500 1.000
Violent Crime 2,747,947  0.238 0.426 0 0 0 1
Index Crime 2,747,947 0.395 0.489 0 0 1 1
Shift 1 (12am-8am) 2,747,947  0.257 0.437 0 0 1 1
Shift 2 (8am-4pm) 2,747,947  0.324 0.468 0 0 1 1
Shift 3 (4pm-12am) 2,747,947  0.419 0.493 0 0 1 1
Total Officers Dispatched 2,747,947 2.206 1.406 1 2 2 97
Dispatch Time (Minutes) 2,747,947  38.276 85.686 0 2 38 41,602
Frequent Address 2,747,947  0.047 0.212 0 0 0 1

Notes: This table reports summary statistics for the call-level analysis sample. A call ends in an

arrest if any arrest report can be merged to the call. An arrest is a felony (misdemeanor) if any

of the charges attached to the arrest are felonies (misdemeanors). The DC Ratio is calculated as

described in the main text. Frequent address refers to locations that have received at least 1000

calls in the sample.
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Table 3.2: Identification Test 1

Dependent Variables: 911 Calls Index 911 Calls

Model: (1) (2)

Variables

DC Ratio -1.158 0.1641
(0.8137) (0.3846)

Fized-effects

division x shift x day of week x month x year Yes Yes

Fit statistics

R? 0.82824 0.76945
Observations 39,500 39,500
Dependent variable mean 69.568 27.461

Clustered (division x shift = day of week © month x year) standard-errors in parentheses
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: Observations are exact dates, police division, and shift combinations. Standard errors clustered at the division
x shift x day of week x month x year level are given in parentheses. Column 1 uses all 911 calls as a dependent

variable. Column 2 uses only 911 calls made for index crimes as a dependent variable.
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Table 3.3: Identification Test 2

Dependent Variable: Scheduled Officers

Model: (1)

Variables

DC Ratio 1.036***
(0.1039)

Fized-effects

division x shift x day of week x month x year Yes

Fit statistics

Observations 39,500
R? 0.99785
Within R? 0.00464
Dependent variable mean 73.852

Clustered (division x shift = day of week © month x year) standard-errors in parentheses
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: Observations are exact dates, police division, and shift combinations. Standard errors clustered at the division

x shift x day of week x month x year level are given in parentheses.
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Table 3.4: Identification Test 3

Dependent Variables: DC Ratio First-Dispatched Officers
Model: (1) (2)
Variables
Accident (Low) -0.0004 -0.6515""*
(0.0003) (0.0029)
Armed Encounter —2.14 x 1075 0.5370™**
(0.0005) (0.0077)
Assault -0.0005 1.089***
(0.0008) (0.0188)
Burglary Business (High) 0.0016 0.2395"**
(0.0010) (0.0123)
Burglary Business (Low) -0.0005 -0.2119***
(0.0004) (0.0032)
Burglary Vehicle (High) 0.0008 -0.1844"**
(0.0008) (0.0081)
Burglary Vehicle (Low) -0.0001 -0.7554***
(0.0004) (0.0032)
Burglary Residence (High) -0.0001 0.1117**
(0.0005) (0.0049)
Burglary Residence (Low) -0.0008™" -0.3554™**
(0.0004) (0.0033)
Criminal Mischief (High) —4.32 x 107° -0.0315"**
(0.0003) (0.0029)
Criminal Mischief (Low) -0.0008** -0.5603"**
(0.0004) (0.0032)
Injured Person -0.0004 -0.5902"**
(0.0006) (0.0045)
Major Disturbance 0.0001 -0.0371"**
(0.0003) (0.0027)
Other (High) —9.53 x 1075 -0.0587"**
(0.0003) (0.0027)
Other (Low) -0.0004 -0.5591"**
(0.0003) (0.0027)
Robbery -0.0002 0.0086™
(0.0005) (0.0047)
Theft -0.0006 -0.6756"**
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(0.0004) (0.0034)
UUMV 0.0002 -0.7192***
(0.0004) (0.0035)

Fized-effects

division x shift x day of week x month x year Yes Yes

Fit statistics

Observations 2,747,947 2,747,947
Dependent variable mean 0.40653 1.7882
R? 0.74673 0.21540
Wald (joint nullity) 1.5014 17,542.8
Wald (joint nullity), p-value 0.07854 0

Clustered (division x shift x day of week x month x year) standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1
Notes: This table reports coefficient estimates for the 3rd balance test described in Section 3.4.3. Column 1 uses DC

Ratio as the dependent variable, Column 2 uses the number of first-dispatched officers as the dependent variable.

Standard errors clustered at the division x shift x day of week x month x year level are given in parentheses.
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Table 3.5: Effect of Number of Officers on Arrests

Dependent Variable: Arrest
Model: (1) (2) (3) (4)
Variables
First-Dispatched Officers 0.0229*** 0.0123*** 0.0091** 0.0088**
(0.0002) (0.0002) (0.0042) (0.0042)
Frequent Address 0.0051*** 0.0053***
(0.0006) (0.0007)
Dispatch Time —7.64 x 1072 —7.84 x 1072
(2.23 x 1079) (3.34 x 1079)
Dispatch Time? 2.41 x 107 9% 2.47 x 1079
(5 x 10710) (5.18 x 10719)

Fized-effects

division x shift x day of week x month x year Yes Yes Yes Yes
Dispatch Code Yes Yes
Hour in Shift Yes Yes
Estimation Method OLS v OLS v

Fit statistics

Observations 2,747,947 2,747,947 2,747,947 2,747,947
R? 0.01294 0.02679 0.01047 0.02667
Wald (1st stage), First-Dispatched Officers 2,514.8 2,872.3
Dependent variable mean 0.03677 0.03677 0.03677 0.03677

Clustered (division x shift © day of week © month x year) standard-errors in parentheses
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table reports the estimates from the baseline empirical specification in Equation (3.1). Column 1 reports
results from the OLS estimation, Column 2 adds controls to the estimation from Column 1, Column 3 reports the
results from a regression using DC Ratio to instrument for the number of responding officers, Column 4 adds controls
to the regression from Column 3. Standard errors are clustered at the division x shift x day of week x month x year

level.
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Table 3.6: Use of Force

Dependent Variables: Use of Force Non-Arrest Use of Force
Model: (1) (2) (3)
Variables
First-Dispatched Officers 0.0006*** 0.0016** 0.0014**
(0.00005) (0.0008) (0.0006)
Frequent Address 0.00007 0.00003 0.00008
(0.0001) (0.0001) (0.00009)
Dispatch Time -0.000003*** -0.000002*** -0.0000008**
(0.0000002) (0.0000005) (0.0000004)
Dispatch Time? 8.46 x 10~ H** .52 x 10~ b= 2.64 x 10~ 11*
(1.88 x 10711 (2.12 x 10711 (1.37 x 10711)

Fized-effects

division x shift x day of week x month x year Yes Yes Yes
Dispatch Code Yes Yes Yes
Hour in Shift Yes Yes Yes

Fit statistics

Observations 2,747,947 2,747,947 2,747,947
R? 0.00519 0.00486 0.00409
Wald (1st stage), First-Dispatched Officers 2,872.3 2,872.3
Dependent variable mean 0.00127 0.00127 0.00077

Clustered (division x shift x day of week x month x year) standard-errors in parentheses
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table reports the estimates from the baseline empirical specification in Equation (3,1) using use of force
as the outcome variable. Column 1 reports results from the OLS estimation, Column 2 reports results from the IV
estimation, using DC Ratio as the instrument. In Column 3, I consider as outcomes only uses of force that did not
occur in the process of making an arrest. Standard errors are clustered at the division x shift x day of week x month

x year level.
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Table 3.7: Results by Call Type

Dependent Variable:

Arrest

Model: Violent Non-Violent Non-Violent Index

Variables

First-Dispatched Officers 0.0312 0.0061* 0.0081
(0.0242) (0.0035) (0.0071)

Frequent Address -0.0042*** 0.0099*** -0.0020
(0.0015) (0.0008) (0.0014)

Dispatch Time -0.0002*** —7.16 x 1072 _3.57 x 1079***

(4.02 x 1079) (2.88 x 1079) (3.95 x 1079)
Dispatch Time? 3.41 x 1078 225 x 1079 9.32 x 10~ 10%*
(7.95 x 107Y) (4.72 x 10710) (1.24 x 10710)

Fized-effects

division x shift x day of week x month x year Yes Yes Yes

Dispatch Code Yes Yes Yes

Hour in Shift Yes Yes Yes

Fit statistics

Observations 652,757 2,095,190 431,954

R? 0.02340 0.02176 0.09587

Wald (1st stage), First-Dispatched Officers 213.83 3,263.6 1,149.0

Dependent variable mean 0.06877 0.02680 0.02510

Dif (1)-(2): 0.02515 (2)-(3): -.00206 (1)-(3): 0.0231

SE 0.02449 0.00797 0.0253

Clustered (division x shift x day of week x month = year) standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table presents estimates using equation (3.1) in different partitions of the sample. The first column

presents results for the subsample of calls that are likely reporting violent crimes. The second column presents results

for the subsample of calls that are likely reporting non-violent crimes. And the third column presents results for the

subsample of calls likely reporting non-violent index crimes, like burglary and theft.

185



Table 3.8: Injuries

Dependent Variables:
Model:

Officer Injured
(1)

Officer Hospitalized

(2)

Civilian Injured Civilian Hospitalized

(3)

(4)

Variables

DC Ratio -0.1180 -0.1373** -0.1312 0.0151
(0.1601) (0.0637) (0.1987) (0.1701)

Fized-effects

Baseline Yes Yes Yes Yes

Fit statistics

Observations 3,054 3,054 3,479 3,479

R? 0.85661 0.84298 0.81367 0.81568

Dependent variable mean 0.09823 0.01572 0.24634 0.23081

Clustered (division x shift © day of week  month x year) standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table reports the results of regressions which estimate the relationship between the DC Ratio and various

outcomes for incidents in which police responded to civilian resistance. In each column, I use only the sample of 911

calls which resulted in documented civilian resistance. I Columns 1 and 2, I further restrict the sample to include

only calls for which there is available officer injury data. In Column 1, the outcome is whether any officer was injured

at the call. In Column 2, the outcome is whether any officer was sent to the hospital as a result of civilian resistance.

In Column 3, the outcome is whether any civilian was injured as a result of officer force. In Column 4, the outcome

is whether any civilian was sent to the hospital as a result of officer force. Robust standard errors are clustered at

the division x shift x day of week x month x year level and reported in parentheses.
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Table 3.9: Robustness

Dependent Variable:

Arrest

Model: (1) (2) (3)

Variables

First-Dispatched Officers 0.0085* 0.0094** 0.0083**
(0.0044)  (0.0042) (0.0042)

Fized-effects

Baseline Yes Yes Yes

Fit statistics

Observations 2,735,118 2,639,245 2,711,652

R? 0.02575 0.02571 0.02670

Dependent variable mean 0.03634 0.03492 0.03674

Wald (1st stage), First-Dispatched Officers  2,968.8 2,711.4 2,777.2

Clustered (division x shift = day of week © month x year) standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: All are estimated with IV. In column 1, T exclude outlier call responses at above the 99th percentile of response

size. In column 2, I exclude incidents where that are the only call a car responds to on that day. In column 3, I

exclude mass reassignment days.
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Table 3.10: Arrest Charges

Dependent Variables:

Felony Arrest

Misdemeanor Arrest

Model: (1) (2)
Variables
First-Dispatched Officers 0.0033* 0.0055*
(0.0018) (0.0030)
Frequent Address 0.0013*** 0.0040***
(0.0003) (0.0005)
Dispatch Time -0.00001*** -0.00004***
(0.000001) (0.000002)
Dispatch Time? 3.19 x 10~ 10xxx 1.33 x 1079+
(7.45 x 10711) (2.8 x 10710)
Fized-effects
division x shift x day of week x month x year Yes Yes
Dispatch Code Yes Yes
Hour in Shift Yes Yes
Fit statistics
Observations 2,747,947 2,747,947
R? 0.01245 0.01639
Wald (1st stage), First-Dispatched Officers 2,872.3 2,872.3
Dependent variable mean 0.00623 0.01815

Clustered (division x shift © day of week x© month x year) standard-errors in parentheses
Signif. Codes: ***: 0.01, **: 0.05, *: 0.1
Notes: This table reports the estimates from the baseline empirical specification in Equation (?7) using the charge
class of arrests as outcomes. In Column 1, the outcome is whether any arrest with a felony charge occurred at the

call, while the outcome in Column 2 is whether any arrest with a misdemeanor charge occurred at the call. Standard

errors are clustered at the division x shift x day of week x month x year level.
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Table 3.11: Time Spent at Incident

Dependent Variable: Time to Clearance (in Minutes)
Model: (1)
Variables
First-Dispatched Officers -10.95
(7.738)
Frequent Address 1.752**
(0.8731)
Dispatch Time -0.0692***
(0.0057)
Dispatch Time? 0.000002***

(0.0000004)

Fized-effects

division x shift x day of week x month x year Yes
Dispatch Code Yes
Hour in Shift Yes

Fit statistics

Observations 2,475,624
R? 0.01582
Dependent variable mean 65.228

Clustered (division x shift © day of week © month x year) standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1
Notes: This table reports the results of the estimation of the baseline empirical specification, with
Time to Conclusion as the outcome variable. Time to Conclusion is measured as the number of
minutes between the first officer being dispatched and the last officer clearing from the incident.
The regression excludes incidents that do not have recorded clearance times (272,323 observations).
Estimation is performed using 2SLS, with DC Ratio as the instrument for Responding Officers.
Standard errors are clustered at the division x shift x day of week x month x year level.
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Figure 3.5: Robustness to Officer Reassignments
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Notes: This figure depicts the change in the baseline IV regression estimates for the arrest equation under various
sample restrictions which constrain the amount of variation in the DC Ratioage IV that is driven by officer reas-
signments. The sample restrictions on the x-axis (from left to right) are: none (the baseline IV estimate), excluding
weeks where Patrol Bids or mass promotions took place, and only including weeks where there were fewer than 300,

200, 100, and 50 department-wide reassignments, respectively.
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Appendices

Appendix A: Constructing Sergeant Assignments

The Computer Aided Dispatch (CAD) system used by the Dallas Police Department stores
assignment indicators for every sworn employee who is assigned to a call. These assignment in-
dicators are known internally as “element numbers.” Element numbers are assigned every day to
each separate patrol car and describe the watch and beat assignment of the car. Beats are smaller
geographic sectors within patrol sectors that individual officers are assigned to patrol.

Watches are described by letters A-F, where A/B/C denote overnight/day/evening watches and
D/E/F are variants for day/overnight/evening that allow for multiple units to be assigned to one
beat at a time depending on department needs. Beats are given by a 3-digit numeric. Thus, an
example of an element number within CAD is A135, which means that the officer is working the
overnight shift patrolling beat 135. The first and second digits of the beat code identify the sector
in which the beat is located. Returning to the previous example, beat 135 is part of sector 130.

Sergeants are given element numbers that denote the sector and watch to which they are as-
signed. The sergeant for an officer with the element number A135 has the element number A130. In
the case of variant units within a sector, there will be one sergeant in charge of each unit. That is,
an officer in the variant overnight unit E135 would have a sergeant with the element number E130.
I use this pattern in the element numbers to identify the most common sector-watch assignments
for officers and sergeants within each month of the data, as described in Section 1.3.

The assignments that I construct exclude officer spells in specialty patrol units whose element
number does not match a geographic sector. Based on conversations with DPD, these units perform
distinct duties from regular patrol officers, as evidenced by the fact that they are not assigned to
specific geographic beats. DPD did not provide me with the specific details of the job duties
related to these assignments for reasons related to officer safety. But, consistent with a separate
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and distinct role, officers in these specialty units exhibit significant more variation in arrests than

regular patrol officers and sergeants cannot be reliably identified for these units.
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Appendix B: Empirical Bayes Shrinkage

The raw supervisor fixed effects are estimated with error. Suppose that the estimates are given

by:

by =+ ¢, (3.3)

where ; ~ N (0, 0'5)), ej ~ N(0, a?j), and 1; and €; are independently distributed across the
population of 347 supervisors. The mean of the supervisor fixed effects is 0 by construction, since

the true mean is unidentified in the model. Under these distributional assumptions, we have that

bil; ~ N (05, 02). (3.4)

Hence, it is implied that each of the fixed effects are unbiased estimates of supervisor j’s effect,
as is the case under the identifying assumptions laid out in Section 4. As shown by Morris (1983),
one can construct a more efficient estimator of ¢, using the posterior mean of 1); conditional on

the estimate @Zj:

Elhjlihj] = Ajibj, (3.5)

2 ~
where \; = 020# As described in the text, I estimate the shrinkage factor A; by bootstrapping
b
the estimation of equation 1.1. For each supervisor j, I obtain bootstrap estimates of the fixed

effect zﬁk, where k= 1,...,1000. I estimate the error variance of each 1[1 using the sample variance
J J

1000 =
of the bootstrap distribution: &?j = ﬁ > (wf - wf)2- I then estimate &3) using the variance
k=1

estimator proposed by Morris (1983):

SW; (2 - 6%)

A2
G5 = (3.6)
v W
For my main estimates, I use weights W; = 1, so that the estimate takes the form:
65 = Var(y;) — E4(63). (3.7)

One can also use the weights proposed by Morris (1983): ﬁ which requires one to estimate
i

~2
o“
J

&i iteratively by first plugging in a guess of the across-supervisor variance and calculating as in
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equation 3.7 until the values are sufficiently close. Using this weighted estimate provides similar
shrinkage factor.

It is also possible to estimate the variance components directly from the regression residuals
using a method proposed by Guarino et al. (2015) and implemented in the policing context by
Weisburst (2024). I note that using this method produces nearly identical shrunken estimates to

the one used in the main text.
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Appendix C: Crime Effects

Do sergeant-induced arrests either low-level or serious dimensions improve public safety? In
order to answer this question, I leverage the rotation of supervisors between sector-watches in an
event study design similar to the one used in Section 5.1, by estimating how the effect of a sector-
watch changing supervisors on 911 calls varies by the magnitude of the change in a supervisor’s

low-level and serious arrest effect:

Log(911Calls)ey = o + > _[mg DY, + 77 DE(ADL)] + w5 DE(ADE)] + 218 + €cr. (3-8)
k0

I control for event fixed effects and, as in Section 1.5.5, the average low-level serious arrest
propensities of officers and effect for the officers working within a unit each month.

I plot the estimates for 7TI£ in Figure 1.30b and the estimates for 7rl§ in Figure 1.30a. Once again,
there is no evidence that supervisor switches along either dimension are driven by trends in crime
within an area. Moreover, I find no evidence of that supervisor variation along either dimension
of arrests leads to reductions in crime crime. The point estimates are below 1% in magnitude for
each arrest type in all months following the switch and are statistically insignificant. I can rule out

crime reductions larger than 2% related to changes along each dimension.
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Appendix D: Vehicle Allocation Details

When officers are assigned their patrol beats, they are also assigned to patrol vehicles. Vehicles
are allocated to divisions by Dallas Fleet Management once per year according to shift schedules.
The number of vehicles used on a shift depends on the number of vehicles that are returned on time
by officers whose shifts are ending, the amount of vehicles currently in the department’s relief stock,
and the number of officers working, which is generally known to fleet commanders well in advance
(Weisburst, 2024). Thus, the amount of vehicles that will be used on the shift can substantially vary
due to factors affecting vehicle availability which cannot by controlled by the commanding officers.
Vehicles returned from the previous shifts may be late to arrive, have mechanical problems arising
from an incident on the shift, or have hit the mileage threshold for preventative maintenance (PM),
which takes the vehicle out of circulation. The relief stock of vehicles can be similarly affected by
mechanical issues which are noticed before the vehicle is used, but the stock can also be depleted
by off-duty officers participating in DPD’s Expanded Neighborhood Patrol (ENP) program, who
will use active patrol vehicles when their off-duty vehicles break down. Additionally, the size of
the relief stock on any given day may be difficult to predict due to bottlenecks in the maintenance
process. Repairs can last anywhere from a few hours to a few days, as parts may need to be replaced
and the vehicle will need to sit in the garage while the mechanics wait for the parts to be shipped.
Dallas PD has identified this process as a chokepoint for patrol vehicles: 2 to 3 cars a day will be
sent to the garage for PM, resulting in backlogs when previously scheduled repairs are still waiting
in the garage. Thus, commanding officers will not know for certain the size of the relief stock for
each day, and it may vary within a day when vehicles get used by off-duty officers or arrive from
the mechanic.

Because of uncertainty regarding the size of the relief stock as well as the number of vehicles
that will be returned on time and in a usable state, the commanding officer must balance the vehicle
needs for current shifts with the uncertainty of vehicle availability for later shifts. Thus divisions
rarely send out the maximum number of vehicles for each shift. Because some vehicles are held
back for each shift, relative to the number which could be used, the ratio of cars to officers on
each shift tends to be below 1, with the average ratio being higher for high-volume shifts due to
fewer cars being held back in anticipation of smaller shifts later in the day. However, this ratio can

vary from the shift-specific average due to fluctuations in available vehicles and the relief stock of
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vehicles which are unlikely to be anticipated by the commanding officer. As a result, variation in
the Cars-to-Officers ratio (COR) between different days of the same shift is unlikely to anticipate
fluctuations in citywide crime rates. This argument underpins the IV identification strategy which

I introduce in the next section.
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